






SCTE 79-1 

346 
 

Type Length Value 
24.16 4 Bit #0 The Service Flow MUST NOT use “all CMs” broadcast request opportunities. 
  Bit #1 The Service Flow MUST NOT use Priority Request multicast request opportunities. (Refer to Annex A.2.3.) 
  Bit #2 The Service Flow MUST NOT use Request/Data opportunities for Requests 
  Bit #3 The Service Flow MUST NOT use Request/Data opportunities for Data 
  Bit #4 The Service Flow MUST NOT piggyback requests with data. 
  Bit #5 The Service Flow MUST NOT concatenate data. 
  Bit #6 The Service Flow MUST NOT fragment data 
  Bit #7 The Service Flow MUST NOT suppress payload headers 
  Bit #8 The Service Flow MUST drop packets that do not fit in the Unsolicited Grant Size 1 2 
  All other bits are reserved. 
1 This bit only applies to Service Flows with the Unsolicited Grant Service Flow Scheduling Type, if this bit is set on any other Service Flow 

Scheduling type it MUST be ignored. 
2 Packets that classify to an Unsolicited Grant Service Flow and are larger than the Grant Size associated with that Service Flow are normally 

transmitted on the Primary Service Flow. This parameter overrides that default behavior. 
 

Note: Data grants include both short and long data grants. 
 

C.2.2.6.4 Nominal Polling Interval 

The value of this parameter specifies the nominal interval (in units of microseconds) between successive unicast 
request opportunities for this Service Flow on the upstream channel. This parameter is typically suited for Real-Time 
and Non-Real-Time Polling Service. 

The ideal schedule for enforcing this parameter is defined by a reference time t0, with the desired transmission times  
ti = t0 + i*interval. The actual poll times, t'i MUST be in the range ti <= t'i <= ti + jitter, where interval is the value 
specified with this TLV, and jitter is Tolerated Poll Jitter. The accuracy of the ideal poll times, ti, are measured 
relative to the CMTS Master Clock used to generate timestamps (refer to Section 9.3). 

This field is only applicable at the CMTS. If defined, this parameter MUST be enforced by the CMTS. 

Type Length Value 
24.17 4 µsec 
 

C.2.2.6.5 Tolerated Poll Jitter 

The values in this parameter specifies the maximum amount of time that the unicast request interval may be delayed 
from the nominal periodic schedule (measured in microseconds) for this Service Flow. 

The ideal schedule for enforcing this parameter is defined by a reference time t0, with the desired poll times  
ti = t0 + i*interval. The actual poll, t'i MUST be in the range ti <= t'i <= ti + jitter, where jitter is the value specified 
with this TLV and interval is the Nominal Poll Interval. The accuracy of the ideal poll times, ti, are measured relative 
to the CMTS Master Clock used to generate timestamps (refer to Section 9.3). 

This parameter is only applicable at the CMTS. If defined, this parameter represents a service commitment (or 
admission criteria) at the CMTS. 

Type Length Value 
24.18 4 µsec 
 

C.2.2.6.6 Unsolicited Grant Size 

The value of this parameter specifies the unsolicited grant size in bytes. The grant size includes the entire MAC frame 
data PDU from the Frame Control byte to end of the MAC frame. 

This parameter is applicable at the CMTS and MUST be enforced at the CMTS. 
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Type Length Value 
24.19 2  
 

Note: For UGS, this parameter should be used by the CMTS to compute the size of the unsolicited grant in mini-slots. 

C.2.2.6.7 Nominal Grant Interval 

The value of this parameter specifies the nominal interval (in units of microseconds) between successive data grant 
opportunities for this Service Flow. This parameter is required for Unsolicited Grant and Unsolicited Grant with 
Activity Detection Service Flows. 

The ideal schedule for enforcing this parameter is defined by a reference time t0, with the desired transmission times ti 
= t0 + i*interval. The actual grant times, t'i MUST be in the range ti <= t'i <= ti + jitter, where interval is the value 
specified with this TLV, and jitter is the Tolerated Grant Jitter. When multiple grants per interval are requested, all 
grants MUST be within this interval, thus the Nominal Grant Interval and Tolerated Grant Jitter MUST be maintained 
by the CMTS for all grants in this Service Flow. The accuracy of the ideal grant times, ti, are measured relative to the 
CMTS Master Clock used to generate timestamps (refer to Section 9.3). 

This field is mandatory for Unsolicited Grant and Unsolicited Grant with Activity Detection Scheduling Types. This 
field is only applicable at the CMTS, and MUST be enforced by the CMTS. 

Type Length Value 
24.20 4 µsec 
 

C.2.2.6.8 Tolerated Grant Jitter 

The values in this parameter specifies the maximum amount of time that the transmission opportunities may be 
delayed from the nominal periodic schedule (measured in microseconds) for this Service Flow. 

The ideal schedule for enforcing this parameter is defined by a reference time t0, with the desired transmission times ti 
= t0 + i*interval. The actual transmission opportunities, t'i MUST be in the range ti <= t'i <= ti + jitter, where jitter is 
the value specified with this TLV and interval is the Nominal Grant Interval. The accuracy of the ideal grant times, ti, 
are measured relative to the CMTS Master Clock used to generate timestamps (refer to Section 9.3).  

This field is mandatory for Unsolicited Grant and Unsolicited Grant with Activity Detection Scheduling Types. This 
field is only applicable at the CMTS, and MUST be enforced by the CMTS. 

Type Length Value 
24.21 4 µsec 
 

C.2.2.6.9 Grants per Interval 

For Unsolicited Grant Service, the value of this parameter indicates the actual number of data grants per Nominal 
Grant Interval. For Unsolicited Grant Service with Activity Detection, the value of this parameter indicates the 
maximum number of Active Grants per Nominal Grant Interval. This is intended to enable the addition of sessions to 
an existing Unsolicited Grant Service Flow via the Dynamic Service Change mechanism, without negatively 
impacting existing sessions. 

The ideal schedule for enforcing this parameter is defined by a reference time t0, with the desired transmission times ti 
= t0 + i*interval. The actual grant times, t'i MUST be in the range ti <= t'i <= ti + jitter, where interval is the Nominal 
Grant Interval, and jitter is the Tolerated Grant Jitter. When multiple grants per interval are requested, all grants 
MUST be within this interval, thus the Nominal Grant Interval and Tolerated Grant Jitter MUST be maintained by the 
CMTS for all grants in this Service Flow. 

This field is mandatory for Unsolicited Grant and Unsolicited Grant with Activity Detection Scheduling Types. This 
field is only applicable at the CMTS, and MUST be enforced by the CMTS. 
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Type Length Value Valid Range 
24.22 1 # of grants 0-127 
 

C.2.2.6.10 IP Type of Service Overwrite 

The CMTS MUST overwrite IP packets with IP ToS byte value “orig-ip-tos” with the value “new-ip-tos”, where 
new-ip-tos = ((orig-ip-tos AND tos-and-mask) OR tos-or-mask). If this parameter is omitted, then the IP packet ToS 
byte is not overwritten. 

This parameter is only applicable at the CMTS. If defined, this parameter MUST be enforced by the CMTS. 

Type Length Value 
24.23 2 tos-and-mask, tos-or-mask 
 

C.2.2.6.11 Unsolicited Grant Time Reference 

For Unsolicited Grant Service and Unsolicited Grant Service with Activity Detection, the value of this parameter 
specifies a reference time t0 from which can be derived the desired transmission times ti = t0 + i*interval, where 
interval is the Nominal Grant Interval (Refer to Annex C.2.2.6.7). This parameter is applicable only for messages 
transmitted from the CMTS to the CM, and only when a UGS or UGS-AD service flow is being made active. In such 
cases this is a mandatory parameter.  

Type  Length  Value Valid Range 
24.24 4  CMTS Timestamp 0-4,294,967,295 
 

The timestamp specified in this parameter represents a count state of the CMTS 10.24 MHz master clock. Since a 
UGS or UGS-AD service flow is always activated before transmission of this parameter to the modem, the reference 
time t0 is to be interpreted by the modem as the ideal time of the next grant only if t0 follows the current time. If t0 
precedes the current time, the modem can calculate the offset from the current time to the ideal time of the next grant 
according to:  
interval - (((current time - t0)/10.24) modulus interval) 

where interval is in units of microseconds, and current time and t0 are in 10.24 MHz units. 

C.2.2.7 Downstream-Specific QoS Parameter Encodings 

C.2.2.7.1 Maximum Downstream Latency 

The value of this parameter specifies the maximum latency between the reception of a packet by the CMTS on its 
NSI and the forwarding of the packet to its RF Interface. 

If defined, this parameter represents a service commitment (or admission criteria) at the CMTS and MUST be 
guaranteed by the CMTS. A CMTS does not have to meet this service commitment for Service Flows that exceed 
their minimum downstream reserved rate. 

Type Length Value 
25.14 4  µsec 
 

C.2.2.8 Payload Header Suppression 

This field defines the parameters associated with Payload Header Suppression. 

Type Length Value 
26 n  
 

Note: The entire Payload Header Suppression TLV MUST have a length of less than 255 characters. 
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C.2.2.8.1 Classifier Reference 

The value of the field specifies a Classifier Reference that identifies the corresponding Classifier. (Refer to Annex 
C.2.1.3.1.) 

Type Length Value 
26.1 1 1 - 255 
 

C.2.2.8.2 Classifier Identifier 

The value of the field specifies a Classifier Identifier that identifies the corresponding Classifier. (Refer to Annex 
C.2.1.3.2.) 

Type Length Value 
26.2 2 1 - 65535 
 

C.2.2.8.3 Service Flow Reference 

The value of the field specifies a Service Flow Reference that identifies the corresponding Service Flow. (Refer to 
Annex C.2.2.3.1.) 

Type Length Value 
26.3 2 1 - 65535 
 

C.2.2.8.4 Service Flow Identifier 

The value of this field specifies the Service Flow Identifier that identifies the Service Flow to which the PHS rule 
applies. 

Type Length Value 
26.4 4 1 - 4,294,967,295 
 

C.2.2.8.5 Dynamic Service Change Action 

When received in a Dynamic Service Change Request, this indicates the action that MUST be taken with this payload 
header suppression byte string. 

Type Length Value 
26.5 1 0 — Add PHS Rule 
  1 — Set PHS Rule 
  2 — Delete PHS Rule 
  3 — Delete all PHS Rules 
 

The “Set PHS Rule” command is used to add specific TLVs to a partially defined payload header suppression rule. A 
PHS rule is partially defined when the PHSF and PHSS values are not both known. A PHS rule becomes fully 
defined when the PHSF and PHSS values are both known. Once a PHS rule is fully defined, “Set PHS Rule” MUST 
NOT be used to modify existing TLVs. 

The “Delete all PHS Rules” command is used to delete all PHS Rules for a specified Service Flow. See Section 
8.3.15 for details on DSC-REQ required PHS parameters when using this option. 

Note: An attempt to Add a PHS Rule which already exists is an error condition. 
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C.2.2.9 Payload Header Suppression Error Encodings 

This field defines the parameters associated with Payload Header Suppression Errors. 

Type Length Value 
26.6 n  
 

A Payload Header Suppression Error Encoding consists of a single Payload Header Suppression Error Parameter Set 
which is defined by the following individual parameters: Errored Parameter, Confirmation Code and Error Message. 

The Payload Header Suppression Error Encoding is returned in REG-RSP, DSA-RSP and DSC-RSP messages to 
indicate the reason for the recipient’s negative response to a Payload Header Suppression Rule establishment request 
in a REG-REQ, DSA-REQ or DSC-REQ message. 

On failure, the REG-RSP, DSA-RSP, or DSC-RSP MUST include one Payload Header Suppression Error Encoding 
for at least one failed Payload Header Suppression Rule requested in the REG-REQ, DSA-REQ or DSC-REQ 
message. A Payload Header Suppression Error Encoding for the failed Payload Header Suppression Rule MUST 
include the Confirmation Code and Errored Parameter and MAY include an Error Message. If some Payload Header 
Suppression Rule Sets are rejected but other Payload Header Suppression Rule Sets are accepted, then Payload 
Header Suppression Error Encodings MUST be included for only the rejected Payload Header Suppression Rules. On 
success of the entire transaction, the RSP or ACK message MUST NOT include a Payload Header Suppression Error 
Encoding. 

Multiple Payload Header Suppression Error Encodings MAY appear in a REG-RSP, DSA-RSP or DSC-RSP 
message, since multiple Payload Header Suppression parameters may be in error. A message with even a single 
Payload Header Suppression Error Encoding MUST NOT contain any other protocol Payload Header Suppression 
Encodings (e.g., IP, 802.1P/Q). 

A Payload Header Suppression Error Encoding MUST NOT appear in any REG-REQ, DSA-REQ or DSC-REQ 
messages. 

C.2.2.9.1 Errored Parameter 

The value of this parameter identifies the subtype of a requested Payload Header Suppression parameter in error in a 
rejected Payload Header Suppression request. A Payload Header Suppression Error Parameter Set MUST have 
exactly one Errored Parameter TLV within a given Payload Header Suppression Error Encoding. 

Subtype Length Value 
26.6.1 1 Payload Header Suppression Encoding Subtype in Error 
 

C.2.2.9.2 Error Code 

This parameter indicates the status of the request. A non-zero value corresponds to the Confirmation Code as 
described in Annex C.4. A Payload Header Suppression Error Parameter Set MUST have exactly one Error Code 
within a given Payload Header Suppression Error Encoding. 

Subtype Length Value 
26.6.2 1 Confirmation code 
 

A value of okay(0) indicates that the Payload Header Suppression request was successful. Since a Payload Header 
Suppression Error Parameter Set only applies to errored parameters, this value MUST NOT be used. 

C.2.2.9.3 Error Message 

This subtype is optional in a Payload Header Suppression Error Parameter Set. If present, it indicates a text string to 
be displayed on the CM console and/or log that further describes a rejected Payload Header Suppression request. A 
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Payload Header Suppression Error Parameter Set MAY have zero or one Error Message subtypes within a given 
Payload Header Suppression Error Encoding. 

SubType Length Value 
26.6.3 n Zero-terminated string of ASCII characters.  
 

Note: The length n includes the terminating zero.  

Note: The entire Payload Header Suppression Encoding message MUST have a total length of less than 256 characters. 
 

C.2.2.10 Payload Header Suppression Rule Encodings 

C.2.2.10.1 Payload Header Suppression Field (PHSF) 

The value of this field are the bytes of the headers which MUST be suppressed by the sending entity, and MUST be 
restored by the receiving entity. In the upstream, the PHSF corresponds to the string of PDU bytes starting with the 
first byte after the MAC Header Checksum. For the downstream, the PHSF corresponds to the string of PDU bytes 
starting with the 13th byte after the MAC Header Checksum. This string of bytes is inclusive of both suppressed and 
unsuppressed bytes of the PDU header. The value of the unsuppressed bytes within the PHSF is implementation 
dependent. 

The ordering of the bytes in the value field of the PHSF TLV string MUST follow the sequence: 

Upstream 
MSB of PHSF value = 1st byte of PDU 
2nd MSB of PHSF value = 2nd byte of PDU 
... 
nth byte of PHSF (LSB of PHSF value) = nth byte of PDU 

Downstream 
MSB of PHSF value = 13th byte of PDU 
2nd MSB of PHSF value = 14th byte of PDU 
... 
nth byte of PHSF (LSB of PHSF value) = (n+13)th byte of PDU 

 
Type Length Value 
26.7 n string of bytes suppressed 
 

The length n MUST always be the same as the value for PHSS. 

C.2.2.10.2 Payload Header Suppression Index (PHSI) 

The Payload Header Suppression Index (PHSI) has a value between 1 and 255 which uniquely references the 
suppressed byte string. The Index is unique per Service Flow in the upstream direction and unique per CM in the 
downstream direction. The upstream and downstream PHSI values are independent of each other. 

Type Length Value 
26.8 1 index value 
 

C.2.2.10.3 Payload Header Suppression Mask (PHSM) 

The value of this field is used to interpret the values in the Payload Header Suppression Field. It is used at both the 
sending and receiving entities on the link. The PHSM allows fields such as sequence numbers or checksums which 
vary in value to be excluded from suppression with the constant bytes around them suppressed. 



SCTE 79-1 

352 
 

Type Length Value 
26.9 n bit 0: 0 = don’t suppress first byte of the suppression field 

1 = suppress first byte of the suppression field 
  bit 1: 0 = don’t suppress second byte of the suppression field 

1 = suppress second byte of the suppression field 
  bit x: 0 = don’t suppress (x+1) byte of the suppression field 

1 = suppress (x+1) byte of the suppression field 
 

The length n is ceiling(PHSS/8). Bit 0 is the MSB of the Value field. The value of each sequential bit in the PHSM is 
an attribute for the corresponding sequential byte in the PHSF. 

If the bit value is a “1” (and verification passes or is disabled), the sending entity MUST suppress the byte, and the 
receiving entity MUST restore the byte from its cached PHSF. If the bit value is a “0”, the sending entity MUST 
NOT suppress the byte, and the receiving entity MUST restore the byte by using the next byte in the packet. 

If this TLV is not included, the default is to suppress all bytes. 

C.2.2.10.4 Payload Header Suppression Size (PHSS) 

The value of this field is the total number of bytes in the Payload Header Suppression Field (PHSF) for a Service 
Flow that uses Payload Header Suppression. 

Type Length Value 
26.10 1 number of bytes in the suppression string 
 

This TLV is used when a Service Flow is being created. For all packets that get classified and assigned to a Service 
Flow with Payload Header Suppression enabled, suppression MUST be performed over the specified number of bytes 
as indicated by the PHSS and according to the PHSM. If this TLV is included in a Service Flow definition with a 
value of 0 bytes, then Payload Header Suppression is disabled. A non-zero value indicates Payload Header 
Suppression is enabled. Until the PHSS value is known, the PHS rule is considered partially defined, and suppression 
will not be performed. A PHS rule becomes fully defined when both PHSS and PHSF are known. 

C.2.2.10.5 Payload Header Suppression Verification (PHSV) 

The value of this field indicates to the sending entity whether or not the packet header contents are to be verified prior 
to performing suppression. If PHSV is enabled, the sender MUST compare the bytes in the packet header with the 
bytes in the PHSF that are to be suppressed as indicated by the PHSM.  

Type Length Value 
26.11 1 0 = verify 
  1 = don’t verify 
 

If this TLV is not included, the default is to verify. Only the sender MUST verify suppressed bytes. If verification 
fails, the Payload Header MUST NOT be suppressed. (Refer to Section 10.4.3.) 

C.2.2.10.6 Vendor Specific PHS Parameters 

This allows vendors to encode vendor-specific PHS parameters using the DOCSIS Extension Field. The Vendor ID 
MUST be the first TLV embedded inside Vendor Specific PHS Parameters. If the first TLV inside Vendor Specific 
PHS Parameters is not a Vendor ID, then the TLV MUST be discarded. (Refer to Annex C.1.1.17.)  

Type Length Value 
26.43 n  
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C.3 Encodings for Other Interfaces 

C.3.1 Telephone Settings Option 

This configuration setting describes parameters which are specific to telephone return systems. It is composed from a 
number of encapsulated type/length/value fields. See [DOCSIS6]. 

Type Length Value 
15 (= TRI_CFG01) n  
 

C.3.2 Baseline Privacy Configuration Settings Option 

This configuration setting describes parameters which are specific to Baseline Privacy. It is composed from a number 
of encapsulated type/length/value fields. See [SCTE 23-2]. 

Type Length Value 
17 (= BP_CFG) n  
 

C.4 Confirmation Code 

The Confirmation Code (CC) provides a common way to indicate failures for Registration Response, Registration 
Ack, Dynamic Service Addition-Response, Dynamic Service Addition-Ack, Dynamic Service Delete-Response, 
Dynamic Service Change-Response, Dynamic Service Change-Ack and Dynamic Channel Change-Response MAC 
Management Messages. The confirmation codes in this section are used both as message Confirmation Codes and as 
Error Codes in Error Set Encodings which may be carried in these messages. 

Confirmation Code is one of the following: 

okay / success(0) 
reject-other(1) 
reject-unrecognized-configuration-setting(2) 
reject-temporary / reject-resource(3) 
reject-permanent / reject-admin(4) 
reject-not-owner(5) 
reject-service-flow-not-found(6) 
reject-service-flow-exists(7) 
reject-required-parameter-not-present(8) 
reject-header-suppression(9) 
reject-unknown-transaction-id(10) 
reject-authentication-failure (11) 
reject-add-aborted(12) 
reject-multiple-errors(13) 
reject-classifier-not-found(14) 
reject-classifier-exists(15) 
reject-PHS-rule-not-found(16) 
reject-PHS-rule-exists(17) 
reject-duplicate-reference-ID-or-index-in-message(18) 
reject-multiple-upstream-service-flows(19) 
reject-multiple-downstream-service-flows(20) 
reject-classifier-for-another-service-flow(21) 
reject-PHS-for-another-service-flow(22) 
reject-parameter-invalid-for-context(23) 
reject-authorization-failure(24) 
reject-temporary-DCC(25) 
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The Confirmation Codes MUST be used in the following way: 

• Okay or success(0) means the message was received and successful. 

• Reject-other(1) is used when none of the other reason codes apply. 

• Reject-unrecognized-configuration setting(2) is used when a configuration setting is not recognized or when its 
value is outside of the specified range.  

• Reject-temporary(3), also known as reject-resource, indicates that the current loading of the CMTS or CM 
prevents granting the request, but that the request might succeed at another time. 

• Reject-permanent(4), also known as reject-admin, indicates that, for policy, configuration, or capabilities 
reasons, the request would never be granted unless the CMTS or CM were manually reconfigured or replaced. 

• Reject-not-owner(5) the requester is not associated with this service flow. 

• Reject-service-flow-not-found(6) the Service Flow indicated in the request does not exist. 

• Reject-service-flow-exists(7) the Service Flow to be added already exists. 

• Reject-required-parameter-not-present(8) a required parameter has been omitted. 

• Reject-header-suppression(9) the requested header suppression cannot be supported for whatever reason. 

• Reject-unknown-transaction-id(10) the requested transaction continuation is invalid because the receiving end-
point does not view the transaction as being ‘in process’ (i.e., the message is unexpected or out of order). 

• Reject-authentication-failure(11) the requested transaction was rejected because the message contained an 
invalid HMAC-digest, CMTS-MIC, provisioned IP address or timestamp. 

• Reject-add-aborted(12) the addition of a dynamic service flow was aborted by the initiator of the Dynamic 
Service Addition. 

• Reject-multiple-errors(13) is used when multiple errors have been detected. 

• Reject-classifier-not-found(14) is used when the request contains an unrecognized classifier ID. 

• Reject-classifier-exists(15) indicates that the ID of a classifier to be added already exists. 

• Reject-PHS-rule-not-found(16) indicates that the request contains an SFID/classifier ID pair for which no PHS 
rule exists. 

• Reject-PHS-rule-exists(17) indicates that the request to add a PHS rule contains an SFID/classifier ID pair for 
which a PHS rule already exists. 

• Reject-duplicate-reference-ID-or-index-in-message(18) indicates that the request used an SFR, classifier 
reference, SFID, or classifier ID twice in an illegal way. 

• Reject-multiple-upstream-service-flows(19) is used when DSA/DSC contains parameters for more than one 
upstream flow. 

• Reject-multiple-downstream-service-flows(20) is used when DSA/DSC contains parameters for more than one 
downstream flow. 

• Reject-classifier-for-another-service-flow(21) is used in DSA-RSP when the DSA-REQ includes classifier 
parameters for a SF other than the new SF(s) being added by the DSA. 

• Reject-PHS-for-another-service-flow(22) is used in DSA-RSP when the DSA-REQ includes a PHS rule for a SF 
other than the new SF(s) being added by the DSA. 
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• Reject-parameter-invalid-for-context(23) indicates that the parameter supplied cannot be used in the encoding in 
which it was included, or that the value of a parameter is invalid for the encoding in which it was included. 

• Reject-authorization-failure(24) the requested transaction was rejected by the authorization module. 

• Reject-temporary-DCC(25) indicates that the requested resources are not available on the current channels at this 
time, and the CM should re-request them on new channels after completing a channel change in response to a 
DCC command which the CMTS will send. If no DCC is received, the CM must wait for a time of at least T14 
before re-requesting the resources on the current channels. 

C.4.1 Confirmation Codes for Dynamic Channel Change 

The CM may return in the DCC-RSP message an appropriate rejection code from C.4. It may also return one of the 
following Confirmation Codes which are unique to DCC-RSP. The Confirmation Codes MUST be used in the 
following way: 

• depart(180) indicates the CM is on the old channel and is about to perform the jump to the new channel. 

• arrive(181) indicates the CM has performed the jump and has arrived at the new channel. 

• reject-already-there(182) indicates that the CMTS has asked the CM to move to a channel that it is already 
occupying. 

• reject-20-disable(183) indicates that the CMTS has asked a CM with 2.0 mode disabled to move to a Type 3 
channel that it cannot use, and a UCD substitution was sent in the corresponding DCC-REQ. 

C.4.2 Confirmation Codes for Major Errors 

These confirmation codes MUST be used only as message Confirmation Codes in REG-ACK, DSA-RSP, DSA-
ACK, DSC-RSP, or DSC-ACK messages, or as the Response code in REG-RSP messages for 1.1 CMs. In general, 
the errors associated with these confirmation codes make it impossible either to generate an error set that can be 
uniquely associated with a parameter set in the REG-REQ, DSA-REQ, or DSC-REQ message, or to generate a full 
RSP message. 

reject-major-service-flow-error(200) 
reject-major-classifier-error(201) 
reject-major-PHS-rule-error(202) 
reject-multiple-major-errors(203) 
reject-message-syntax-error(204) 
reject-primary-service-flow-error(205) 
reject-message-too-big(206) 
reject-invalid-modem-capabilities(207) 

The Confirmation Codes MUST be used only in the following way: 

• Reject-major-service-flow-error(200) indicates that the REQ message did not have either a SFR or SFID in a 
service flow encoding, and that service flow major errors were the only major errors. 

• Reject-major-classifier-error(201) indicates that the REQ message did not have a classifier reference, or did not 
have both a classifier ID and a Service Flow ID, and that classifier major errors were the only major errors. 

• Reject-major-PHS-rule-error(202) indicates that the REQ message did not have a both a Service Flow 
Reference/Identifier and a Classifier Reference/Identifier, and that PHS rule major errors were the only major 
errors. 

• Reject-multiple-major-errors(203) indicates that the REQ message contained multiple major errors of types 200, 
201, 202. 

• Reject-message-syntax-error(204) indicates that the REQ message contained syntax error(s) (e.g., a TLV length 
error) resulting in parsing failure. 
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• Reject-primary-service-flow-error(205) indicates that a REG-REQ or REG-RSP message did not define a 
required primary Service Flow, or a required primary Service Flow was not specified active. 

• Reject-message-too-big(206) is used when the length of the message needed to respond exceeds the maximum 
allowed message size. 

• Reject-invalid-modem-capabilities(207) indicates that the REG-REQ contained either that in invalid combination 
of modem capabilities or modem capabilities that are inconsistent with the services in the REG-REQ. 
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Annex D CM Configuration Interface Specification 

D.1 CM IP Addressing 

D.1.1 DHCP Fields Used by the CM 

The following fields MUST be present in the DHCP request from the CM and MUST be set as described below: 

• The hardware type (htype) MUST be set to 1 (Ethernet). 

• The hardware length (hlen) MUST be set to 6. 

• The client hardware address (chaddr) MUST be set to the 48 bit MAC address associated with the RF inter-face 
of the CM. 

• The “client identifier” option MUST be included, with the hardware type set to 1, and the value set to the same 
48 bit MAC address as the chaddr field. 

• Option code 60 (Vendor Class Identifier) — to allow for the differentiation between DOCSIS 2.0 and DOCSIS 
1.x CM requests, a compliant CM MUST send the following ASCII coded string in Option code 60, 
“docsis2.0:xxxxxxx”. Where xxxxxxx MUST be an ASCII representation of the hexadecimal encoding of the 
Modem Capabilities; refer to Annex C.1.3.1. For example, the ASCII encoding for the first two TLVs 
(concatenation and DOCSIS Version) of a DOCSIS 2.0 modem would be 05nn010101020102. Note that many 
more TLVs are required for a DOCSIS2.0 modem and the field “nn” will contain the length of all the TLVs. This 
example shows only two TLVs for simplicity. 

• The “parameter request list” option MUST be included. The option codes that MUST be included in the list are: 

• Option code 1 (Subnet Mask) 

• Option code 2 (Time Offset) 

• Option code 3 (Router Option) 

• Option code 4 (Time Server Option) 

• Option code 7 (Log Server Option) 

The following fields are expected in the DHCP response returned to the CM. Fields identified as critical MUST be 
present in the DHCP response, and fields identified as non critical SHOULD be present. The CM MUST configure 
itself with the critical fields from the DHCP response, and, if present, with the non-critical fields. 

• The IP address to be used by the CM (yiaddr) (critical) 

• The IP address of the TFTP server for use in the next phase of the bootstrap process (siaddr) (critical) 

• If the DHCP server is on a different network (requiring a relay agent), then the IP address of the relay agent 
(giaddr). Note: this may differ from the IP address of the first hop router (non-critical) 

• The name of the CM configuration file to be read from the TFTP server by the CM (file) (critical) 

• The subnet mask to be used by the CM (Subnet Mask, option 1) (non-critical) 

• The time offset of the CM from Universal Coordinated Time (UTC) (Time Offset, option 2). This is used by the 
CM to calculate the local time for use in time-stamping error logs. (non-critical) 

• A list of addresses of one or more routers to be used for forwarding CM-originated IP traffic (Router Option, 
option 3). The CM is not required to use more than one router IP address for forwarding, but MUST use at least 
one. (non-critical) 

• A list of [RFC-868] time-servers from which the current time may be obtained (Time Server Option, option 4) 
(non-critical) 
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• A list of SYSLOG servers to which logging information may be sent (Log Server Option, option 7); see [SCTE 
79-2] (non-critical). 

If a critical field is missing, or is invalid in the DHCP response during initialization, the CM MUST log an error and 
re initialize its MAC and continue channel scanning. 

If a non-critical field is missing or is invalid in the DHCP response during initialization, the CM MUST log a 
warning, ignore the field and go operational, with the following considerations: 

• If the subnet mask is missing or is invalid, the CM MUST use the default for the IP of Class A, B or C as defined 
in [RFC-791]. 

• If the time server is missing or is invalid, the CM MUST initialize the time for the events to Jan 1, 1970, 0h00. 

If the IP address field is missing or is invalid in the DHCP response during renew or rebind, the CM MUST log an 
error and re initialize its MAC and continue channel scanning. 

If any other critical or non-critical field is missing or is invalid in the DHCP response during renew or rebind, the CM 
MUST log a warning, ignore the field if it is invalid and stay operational. 

To assist the DHCP server in differentiating a CM discovery request from a CPE-side LAN discovery request, a 
CMTS MUST implement the following: 

• All CMTSes MUST support the DHCP relay agent information option [RFC-3046]. Specifically, the CMTS 
MUST include the 48 bit MAC address of the RF side interface of the CM generating or bridging the DHCP 
discovery request in the agent remote ID sub-option field before relaying the discovery to a DHCP server. 

• If the CMTS is a router, it MUST use a giaddr field to differentiate between CM and CPE side station if they are 
provisioned to be in different IP subnets. Bridging CMTSes SHOULD also provide this functionality. 

D.2 CM Configuration 

D.2.1 CM Binary Configuration File Format 

The CM-specific configuration data MUST be contained in a file which is downloaded to the CM via TFTP. This is a 
binary file in the same format defined for DHCP vendor extension data [RFC-2132]. 

It MUST consist of a number of configuration settings (1 per parameter) each of the form 

Type Length Value 

Type is a single-octet identifier which defines the parameter. 

Length is a single octet containing the length of the value field in octets (not including type and length 
fields) 

Value is from one to 254 octets containing the specific value for the parameter 

The configuration settings MUST follow each other directly in the file, which is a stream of octets (no record 
markers). 

Configuration settings are divided into three types: 

• Standard configuration settings which MUST be present 

• Standard configuration settings which MAY be present 

• DOCSIS Extension Field configuration settings. 
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CMs MUST be capable of processing all standard configuration settings. CMs MUST ignore any configuration 
setting present in the configuration file which it cannot interpret. To allow uniform management of CMs conformed 
to this specification, conformed CMs MUST support a 8192-byte configuration file at a minimum. 

Authentication of the provisioning information is provided by two message integrity check (MIC) configuration 
settings, CM MIC and CMTS MIC. 

• CM MIC is a digest which ensures that the data sent from the provisioning server were not modified en route. 
This is NOT an authenticated digest (it does not include any shared secret). 

• CMTS MIC is a digest used to authenticate the provisioning server to the CMTS during registration. It is taken 
over a number of fields one of which is a shared secret between the CMTS and the provisioning server. 

Use of the CM MIC allows the CMTS to authenticate the provisioning data without needing to receive the entire file. 

Thus the file structure is of the form shown in Figure D–1: 

Configuration
Setting 1

Configuration
Setting 2

Configuration
Setting n

CM
MIC

CMTS
MIC

 
Figure D–1 Binary Configuration File Format 

 

D.2.2 Configuration File Settings 

The following configuration settings MUST be included in the configuration file and MUST be supported by all 
CMs. The CM MUST NOT send a REG-REQ based on a configuration file that lacks these mandatory items. 

• Network Access Configuration Setting 

• CM MIC Configuration Setting 

• CMTS MIC Configuration Setting 

• End Configuration Setting 

• DOCSIS 1.0 Class of Service Configuration Setting 
— or — 

• Upstream Service Flow Configuration Setting  

• Downstream Service Flow Configuration Setting 

Note: A DOCSIS 1.0 CM must be provided with a DOCSIS 1.0 Class of Service Configuration. A CM conformant with this 
specification should only be provisioned with DOCSIS 1.0 Class of Service Configuration information if it is to behave 
as a DOCSIS 1.0 CM; otherwise, it should be provisioned with Service Flow Configuration Settings 

The following configuration settings MAY be included in the configuration file and if present MUST be supported by 
all CMs. 

• Downstream Frequency Configuration Setting 

• Upstream Channel ID Configuration Setting 

• Baseline Privacy Configuration Setting 

• Software Upgrade Filename Configuration Setting 

• Upstream Packet Classification Setting 

• Downstream Packet Classification Setting 

• SNMP Write-Access Control 
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• SNMP MIB Object 

• Software Server IP Address 

• CPE Ethernet MAC Address 

• Maximum Number of CPEs 

• Maximum Number of Classifiers 

• Privacy Enable Configuration Setting 

• Payload Header Suppression 

• TFTP Server Timestamp 

• TFTP Server Provisioned Modem Address 

• Pad Configuration Setting 

• SNMPv3 Notification Receiver 

• Enable 2.0 Mode 

• Enable Test Modes 

• Static Multicast MAC Address 

The following configuration setting MAY be included in the configuration file and if present, and applicable to this 
type of modem, MUST be supported. 

• Telephone Settings Option 

The following configuration settings MAY be included in the configuration file and if present MAY be supported by 
a CM. 

• DOCSIS Extension Field Configuration Settings 

Note: There is a limit on the size of registration request and registration response frames (see Section 8.2.5.2). The 
configuration file should not be so large as to require the CM or CMTS to exceed that limit. 

D.2.3 Configuration File Creation 

The sequence of operations required to create the configuration file is as shown in Figure D–2 through Figure D–5. 

1. Create the type/length/value entries for all the parameters required by the CM. 

type, length, value for parameter 2

type, length, value for parameter n

type, length, value for parameter 1

 
Figure D–2 Create TLV Entries for Parameters Required by the CM 

 
2. Calculate the CM message integrity check (MIC) configuration setting as defined in Section D.2.3.1 and add to 

the file following the last parameter using code and length values defined for this field. 
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type, length, value for parameter 2

type, length, value for parameter n
type, length, value for CM MIC

type, length, value for parameter 1

 
Figure D–3 Add CM MIC 

 
3. Calculate the CMTS message integrity check (MIC) configuration setting as defined in Section D.3.1 and add to 

the file following the CM MIC using code and length values defined for this field. 

type, length, value for parameter 2

type, length, value for parameter n
type, length, value for CM MIC

type, length, value for CMTS MIC

type, length, value for parameter 1

 
Figure D–4 Add CMTS MIC 

 
4. Add the end of data marker. 

type, length, value for parameter 2

type, length, value for parameter n
type, length, value for CM MIC

type, length, value for CMTS MIC
end of data marker

type, length, value for parameter 1

 
Figure D–5 Add End of Data Marker 

 

D.2.3.1 CM MIC Calculation 

The CM message integrity check configuration setting MUST be calculated by performing an MD5 digest over the 
bytes of the configuration setting fields. It is calculated over the bytes of these settings as they appear in the TFTPed 
image, without regard to TLV ordering or contents. There are two exceptions to this disregard of the contents of the 
TFTPed image: 

1. The bytes of the CM MIC TLV itself are omitted from the calculation. This includes the type, length, and value 
fields. 

2. The bytes of the CMTS MIC TLV are omitted from the calculation. This includes the type, length, and value 
fields. 

On receipt of a configuration file, the CM MUST recompute the digest and compare it to the CM MIC configuration 
setting in the file. If the digests do not match then the configuration file MUST be discarded. 
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D.3 Configuration Verification 

It is necessary to verify that the CM’s configuration file has come from a trusted source. Thus, the CMTS and the 
configuration server share an Authentication String that they use to verify portions of the CM’s configuration in the 
Registration Request. 

D.3.1 CMTS MIC Calculation 

The CMTS message integrity check configuration setting MUST be calculated by performing an MD5 digest over the 
following configuration setting fields, when present in the configuration file, in the order shown: 

• Downstream Frequency Configuration Setting 

• Upstream Channel ID Configuration Setting 

• Network Access Configuration Setting 

• DOCSIS 1.0 Class of Service Configuration Setting 

• Baseline Privacy Configuration Setting 

• DOCSIS Extension Field Configuration Settings 

• CM MIC Configuration Setting 

• Maximum Number of CPEs 

• TFTP Server Timestamp 

• TFTP Server Provisioned Modem Address 

• Upstream Packet Classification Setting 

• Downstream Packet Classification Setting 

• Upstream Service Flow Configuration Setting 

• Downstream Service Flow Configuration Setting 

• Maximum Number of Classifiers 

• Privacy Enable Configuration Setting 

• Payload Header Suppression 

• Subscriber Management Control 

• Subscriber Management CPE IP Table 

• Subscriber Management Filter Groups 

• Enable Test Modes 

The bulleted list specifies the order of operations when calculating the CMTS MIC over configuration setting Type 
fields. The CMTS MUST calculate the CMTS MIC over TLVs of the same Type in the order they were received. 
Within Type fields, the CMTS MUST calculate the CMTS MIC over the Subtypes in the order they were received. 
To allow for correct CMTS MIC calculation by the CMTS, the CM MUST NOT reorder configuration file TLVs of 
the same Type or Subtypes within any given Type in its Registration-Request message. 

All configuration setting fields MUST be treated as if they were contiguous data when calculating the CM MIC. 

The digest MUST be added to the configuration file as its own configuration setting field using the CMTS MIC 
Configuration Setting encoding. 
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The authentication string is a shared secret between the provisioning server (which creates the configuration files) 
and the CMTS. It allows the CMTS to authenticate the CM provisioning. The authentication string is to be used as 
the key for calculating the keyed CMTS MIC digest as stated in the following Section, D.3.1.1. 

The mechanism by which the shared secret is managed is up to the system operator. 

On receipt of a configuration file, the CM MUST forward the CMTS MIC as part of the registration request (REG-
REQ). 

On receipt of a REG-REQ, the CMTS MUST recompute the digest over the included fields and the authentication 
string and compare it to the CMTS MIC configuration setting in the file. If the digests do not match, the registration 
request MUST be rejected by setting the authentication failure result in the registration response status field. 

D.3.1.1 Digest Calculation 

The CMTS MIC digest field MUST be calculated using HMAC-MD5 as defined in [RFC-2104]. 
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Annex E The Data-Over-Cable Spanning Tree Protocol 

Section 5.1.2.1 requires the use of the spanning tree protocol on CMs that are intended for commercial use and on 
bridging CMTSes. This annex describes how the 802.1d spanning tree protocol is adapted to work for data-over-cable 
systems. 

E.1 Background 

A spanning tree protocol is frequently employed in a bridged network in order to deactivate redundant network 
connections; i.e., to reduce an arbitrary network mesh topology to an active topology that is a rooted tree that spans 
all of the network segments. The spanning tree algorithm and protocol should not be confused with the data-
forwarding function itself; data forwarding may follow transparent learning bridge rules, or may employ any of 
several other mechanisms. By deactivating redundant connections, the spanning tree protocol eliminates topological 
loops, which would otherwise cause data packets to be forwarded forever for many kinds of forwarding devices. 

A standard spanning tree protocol [IEEE 802.1d] is employed in most bridged local area networks. This protocol was 
intended for private LAN use and requires some modification for cable data use. 

E.2 Public Spanning Tree 

To use a spanning tree protocol in a public-access network such as data-over-cable, several modifications are needed 
to the basic IEEE 802.1d process. Primarily, the public spanning tree must be isolated from any private spanning tree 
networks to which it is connected. This is to protect both the public cable network and any attached private networks. 
Figure E–1 illustrates the general topology. 

Cable
Modem

CMTS

Cable
Modem

Cable
Modem

Bridged Private Network

Bridged Private Network

 
Figure E–1 Spanning Tree Topology 

The task for the public spanning tree protocol, with reference to Figure E–1, is to: 

• Isolate the private bridged networks from each other. If the two private networks merge spanning trees then each 
is subject to instabilities in the other’s network. Also, the combined tree may exceed the maximum allowable 
bridging diameter. 

• Isolate the public network from the private networks’ spanning trees. The public network must not be subject to 
instabilities induced by customers’ networks; nor should it change the spanning tree characteristics of the 
customers’ networks.  
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• Disable one of the two redundant links into the cable network, so as to prevent forwarding loops. This should 
occur at the cable modem, rather than at an arbitrary bridge within the customer’s network. 

The spanning tree protocol must also serve the topology illustrated in Figure E–2: 

Link-X

CMTS
(bridge)

Cable
Modem

CMTS
(bridge)

Switched/
Bridged

 Headend
 Network

Cable
Modem

Bridged Private Network

 
Figure E–2 Spanning Tree Across CMTSes 

In Figure E–2, in normal operation the spanning tree protocol should deactivate a link at one of the two cable 
modems. It should not divert traffic across the private network. Note that in some circumstances, such as deactivation 
of Link-X, spanning tree will divert traffic onto the private network (although limits on learned MAC addresses will 
probably throttle most transit traffic). If this diversion is undesirable, then it must be prevented by means external to 
spanning tree; for example, by using routers. 

E.3 Public Spanning Tree Protocol Details 

The Data over Cable Spanning Tree algorithm and protocol is identical to that defined in [IEEE 802.1d], with the 
following exceptions: 

• When transmitting Configuration Bridge Protocol Data Units (BPDUs), the Data over Cable Spanning Tree 
Multicast Address 01-E0-2F-00-00-03 MUST be used rather than that defined in IEEE 802.1d. These BPDUs 
will be forwarded rather than recalculated by ordinary IEEE 802.1d bridges.  

• When transmitting Configuration BPDUs, the SNAP header AA-AA-03-00-E0-2F-73-74 MUST be used rather 
than the LLC 42-42-03 header employed by 802.1d. This is to further differentiate these BPDUs from those used 
by IEEE 802.1d bridges, in the event that some of those bridges do not correctly identify multicast MAC 
addresses.34 

• IEEE 802.1d BPDUs MUST be ignored and silently discarded. 

• Topology Change Notification (TCN) PDUs MUST NOT be transmitted (or processed). TCNs are used in IEEE 
networks to accelerate the aging of the learning database when the network topology may have changed. Since 
the learning mechanism within the cable network typically differs, this message is unnecessary and may result in 
unnecessary flooding. 

• CMTSes operating as bridges must participate in this protocol and must be assigned higher priorities (more likely 
to be root) than cable modems. The NSI interface on the CMTS SHOULD be assigned a port cost equivalent to a 
link speed of at least 100 Mbps. These two conditions, taken together, should ensure that (1) a CMTS is the root, 
and (2) any other CMTS will use the head-end network rather than a customer network to reach the root.  

• The MAC Forwarder of the CMTS MUST forward BPDUs from upstream to downstream channels, whether or 
not the CMTS is serving as a router or a bridge. 

                                                           
34 It is likely that there are a number of spanning tree bridges deployed which rely solely on the LSAPs to distinguish 802.1d 

packets. Such devices would not operate correctly if the data-over-cable BPDUs also used LSAP=0x42. 
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Note that CMs with this protocol enabled will transmit BPDUs onto subscriber networks in order to identify other 
CMs on the same subscriber network. These public spanning tree BPDUs will be carried transparently over any 
bridged private subscriber network. Similarly, bridging CMTSes will transmit BPDUs on the NSI as well as on the 
RFI interface. The multicast address and SNAP header defined above are used on all links. 

E.4 Spanning Tree Parameters and Defaults 

Section 4.10.2 of [IEEE 802.1d] specifies a number of recommended parameter values. Those values should be used, 
with the exceptions listed below: 

E.4.1 Path Cost 

In [IEEE 802.1d], the following formula is used: 

Path_Cost = 1000 / Attached_LAN_speed_in_Mb/s 

For CMs, this formula is adapted as: 

Path_Cost = 1000 / (Upstream_modulation_rate * bits_per_symbol_for_long_data_grant) 

That is, the modulation type (QPSK or 16QAM) for the Long Data Grant IUC is multiplied by the raw modulation 
rate to determine the nominal path cost. Table E–1 provides the derived values. 

Table E–1 CM Path Cost 

Modulation Rate Default Path Cost 

kHz QPSK 16QAM 

160 3125 1563 

320 1563 781 

640 781 391 

1280 391 195 

2560 195 98 
 

For CMTSes, this formula is: 

Path_Cost = 1000 / (Downstream_symbol_rate * bits_per_symbol) 

E.4.2 Bridge Priority 

The Bridge Priority for CMs SHOULD default to 36864 (0x9000). This is to bias the network so that the root will 
tend to be at the CMTS. The CMTS SHOULD default to 32768, as per 802.1d. 

Note that both of these recommendations affect only the default settings. These parameters, as well as others defined 
in 802.1d, SHOULD be manageable throughout their entire range through the Bridge MIB [RFC-1493], or other 
means. 
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Annex F European Specification Additions 

This section applies to the second technology option referred to in Section 1 (Section 1.1.1, Scope). For the first 
option, refer to Sections 4, 6, and 7. 

This annex describes the physical layer specifications required for what are generally called Euro-DOCSIS cable-
modems. This is an optional annex and in no way affects certification of North American, DOCSIS 1.x and DOCSIS 
2.0 modems. 

The numbering of the paragraphs has been made so that the suffix after the F refers to the part of the specification 
which has changed. As a consequence some paragraphs are missing in this annex, because no change is required. 

F.1 Scope and Purpose 

No change required. 

F.2 References 

See Section 2. 

F.3 Glossary 

See Section 3. 

F.4 Functional Assumptions 

This section describes the characteristics of cable television plants to be assumed for the purpose of operating a data-
over-cable-system. It is not a description of CMTS or CM parameters. The data-over-cable system MUST be 
interoperable with the environment described in this section. 

F.4.1 Broadband access network 

A coaxial-based broadband access network is assumed. This may take the form of either an all-coax or Hybrid-
Fiber/Coax (HFC) network. The generic term “cable network” is used here to cover all cases. 

A cable network uses a shared-medium, tree-and-branch architecture with analogue transmission. The key functional 
characteristics assumed in this document are the following: 

• Two-way transmission. 

• A maximum optical/electrical spacing between the CMTS and the most distant customer terminal of 160 km 
(route meters). 

• A maximum differential optical/electrical spacing between the CMTS and the closest and most distant modems 
of 160 km (route meters). 

F.4.2 Equipment Assumptions 

F.4.2.1 Frequency Plan 

In the downstream direction, the cable system is assumed to have a passband with a typical lower edge between 47 
and 87.5 MHz and an upper edge which is implementation-dependent but is typically in the range of 300 to 862 MHz. 
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Within that passband, PAL/SECAM analogue television signals in 7/8 MHz channels, FM-radio signals, as well as 
other narrow band and wideband digital signals are assumed to be present. 

In the upstream direction, the cable system is assumed to have a passband with a lower edge at 5 MHz and an upper 
edge which is implementation-dependent but is typically in the range of 25 to 65 MHz. 

F.4.2.2 Compatibility with Other Services  

Refer to Section 4.2.2. 

F.4.2.3 Fault Isolation Impact on Other Users 

Refer to Section 4.2.3. 

F.4.2.4 Cable System Terminal Devices 

Compliance with EMC requirements is not covered by this specification. The protection requirements with respect to 
electromagnetic compatibility are contained in harmonized standards published in the Official Journal of the 
European Communities. 

Any reference in the present document to the transmission of television in the forward channel that is not consistent 
with [EN 300 429] is outside the normative scope as only [EN 300 429] is used for digital multi-program TV 
distribution by cable in European applications. 

Requirements for safety are outside the scope of the present document. Safety standards for European applications are 
published by CENELEC. 

Note: Examples of such CENELEC product safety standards are [EN 60950] and [EN 50083-1]. 

Note: For CENELEC safety categories of interfaces, see [EG 201 212]. 

F.4.3 RF Channel Assumptions 

Refer to Section 4.3. 

F.4.3.1 Transmission Downstream 

The RF channel transmission characteristics of the cable network in the downstream direction assumed for the 
purposes of minimal operating capability are described in Table E–1. This assumes nominal analogue video carrier 
level (peak envelope power) in a 7/8 MHz channel bandwidth. All conditions are present concurrently. 

Table F–1 Assumed downstream RF channel transmission characteristics for analogue 
TV and sound signals 

Parameter Value 

Frequency range Cable system normal downstream operating range is from 47 MHz to as 
high as 862 MHz. However the operating range for data communication is 
from 108 to 862 MHz. The use of frequencies between 108 and 136 MHz 
may be forbidden due to national regulation with regard to interference with 
aeronautical navigation frequencies. 

RF channel spacing (design bandwidth) 7/8 MHz, 8 MHz channels are used for data communication 
Transit delay from head-end to most distant customer ≤0.800 ms (typically much less) 
Carrier-to-noise ratio in a 8 MHz band (analogue video level) Not less than 44 dB (Note 4) 
Carrier-to-interference ratio for total power (discrete and broadband 
ingress signals) 

Not less than 52 dB within the design bandwidth 

Composite triple beat distortion for analogue modulated carriers Not greater than –57 dBc within the design bandwidth (Note 6 a) 
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Parameter Value 

Composite second-order distortion for analogue modulated carriers Not greater than –57 dBc within the design bandwidth (Note 6 b) 
Cross-modulation level Under consideration  
Amplitude ripple 2.5 dB in 8 MHz 
Group delay ripple in the spectrum occupied by the CMTS 100 ns over frequency range 0.5 – 4.43 MHz 
Micro-reflections bound for dominant echo –10 dBc @ ≤ 0.5 µs, –15 dBc @ ≤ 1.0 µs  

–20 dBc @ ≤ 1.5 µs, –30 dBc @ > 1.5 µs 
Carrier hum modulation Not greater than –46 dBc (0.5%) 
Burst noise Not longer than 25 µs at a 10 Hz average rate 
Seasonal and diurnal signal level variation 8 dB 
Signal level slope, 85 - 862 MHz Maximum slope of 12 dB in either the positive or negative direction 
Maximum analogue video carrier level at the system outlet, 
inclusive of above signal level variation 

77 dBµV (Note 6 c) 

Lowest analogue video carrier level at the system outlet, inclusive 
of above signal level variation 

 60 dBµV (Note 6 d) 

NOTE 1 – Transmission is from the head-end combiner to the CM input at the customer location. 
NOTE 2 – For measurements above, the normal downstream operating frequency band (except hum), impairments are referenced to the highest-
frequency PAL/SECAM carrier level. 
NOTE 3 – For hum measurements above, the normal downstream operating frequency band, a continuous-wave carrier is sent at the test 
frequency at the same level as the highest-frequency PAL/SECAM carrier. 
NOTE 4 – This presumes that the average digital carrier is operated at analogue peak carrier level. When the digital carrier is operated below the 
analogue peak carrier level, this C/N may be less. 
NOTE 5 – Measurements methods are defined in [EN 50083-7]. 
NOTE 6 – For SECAM systems the following values apply 
 a) Not greater than -52 dBc within the design bandwidth 
 b) Not greater than -52 dBc within the design bandwidth 
 c) 74 dBµV 
 d) 57 dBµV 
 

F.4.3.2 Transmission Upstream 

The RF channel transmission characteristics of the cable network in the upstream direction assumed for the purposes 
of minimal operating capability are described in Table F–2. All conditions are present concurrently. 

Table F–2 Assumed upstream RF channel transmission characteristics 

Parameter Value 

Frequency range 5 up to 65 MHz edge to edge 
Transit delay from the most distant CM to the nearest CM or CMTS ≤ 0.800 ms (typically much less) 
Carrier-to-noise ratio in active channel Not less than 22 dB  
Carrier-to-ingress power (the sum of discrete and broadband ingress 
signals) ratio in active channel 

Not less than 22 dB (Note 2) 

Carrier-to-interference (the sum of noise, distortion, common-path 
distortion and cross-modulation) ratio in active channel 

Not less than 22 dB  

Carrier hum modulation Not greater than –23 dBc (7.0%) 
Burst noise Not longer than 10 µs at a 1 kHz average rate for most cases  

(Notes 3 and 4) 
Amplitude ripple (maximum) 5-65 MHz: 2.5 dB in 2 MHz 
Group delay ripple (maximum) 5-65 MHz: 300 ns in 2 MHz 
Micro-reflections (maximum) - Single echo –10 dBc @ ≤ 0.5 µs 

–20 dBc @ ≤ 1.0 µs 
–30 dBc @ > 1.0 µs 

Seasonal and diurnal signal level variation Not greater than 12 dB min to max 
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Parameter Value 

NOTE 1 – Transmission is from the CM output at the customer location to the head-end. 
NOTE 2 – Ingress avoidance or tolerance techniques MAY be used to ensure operation in the presence of time-varying discrete ingress signals 
that could be as high as 0 dBc. 
NOTE 3 – Amplitude and frequency characteristics sufficiently strong to partially or wholly mask the data carrier. 
NOTE 4 – Impulse noise levels more prevalent at lower frequencies (<15 MHz). 
 

F.4.3.2.1 Availability 

Refer to Section 4.3.2.1 

F.4.4 Transmission Levels 

The nominal average power level of the downstream CMTS QAM signal(s) within an 8 MHz channel is targeted to 
be in the range –13 dBc to 0 dBc relative to the analogue peak video carrier level and will normally not exceed the 
analogue peak video carrier level (typically between –10 to –6 dBc for 64QAM, and between –6 to –4 dBc for 
256QAM). The nominal power level of the upstream CM signal(s) will be as low as possible to achieve the required 
margin above noise and interference. Uniform power loading per unit bandwidth is commonly followed in setting 
upstream signal levels, with specific levels established by the cable network operator to achieve the required carrier-
to-noise and carrier-to-interference ratios. 

F.4.5 Frequency Inversion 

Refer to Section 4.5. 

F.5 Communication Protocols 

Refer to Section 5. 

F.6 Physical Media Dependent Sublayer Specification 

F.6.1 Scope 

This section applies to the second technology option referred to in Section 1.1 (Section 1.1.1, Scope). In those cases 
where the requirement for both technology options are identical, a reference is provided to the main text. 

Whenever any reference in this section to spurious emissions conflicts with any legal requirement for the area of 
operation, the latter shall take precedence. 

F.6.2 Upstream 

F.6.2.1 Overview 

Refer to Section 6.2.1. 

F.6.2.2 Signal Processing Requirements 

Refer to Section 6.2.2. 

F.6.2.3 Modulation Formats 

Refer to Section 6.2.3. 



Radio Frequency Interface 2.0 

371 
 

F.6.2.4 R-S Encode 

F.6.2.4.1 R-S Encode Modes 

Refer to Section 6.2.4.1. 

F.6.2.4.2 R-S Bit-to-Symbol Ordering 

Refer to Section 6.2.4.2. 

F.6.2.5 R-S Frame Structure 

Refer to Section 6.2.5. 

F.6.2.5.1 R-S Codeword Length 

Refer to Section 6.2.5.1. 

F.6.2.5.1.1 Burst Size 

Refer to Section 6.2.5.1.1. 

F.6.2.5.1.2 Fixed Codeword Length 

Refer to Section 6.2.5.1.2. 

F.6.2.5.1.3 Shortened Last Codeword 

Refer to Section 6.2.5.1.3. 

F.6.2.5.2 R-S FEC Disabled 

Refer to Section 6.2.5.2 

F.6.2.6 TDMA Byte Interleaver 

Refer to Section 6.2.6. 

F.6.2.6.1 Byte Interleaver Parameters 

Refer to Section 6.2.6.1. 

F.6.2.6.2 Interleaver Operating Modes 

Refer to Section 6.2.6.2. 

F.6.2.6.2.1 Fixed Mode 

Refer to Section 6.2.6.2.1. 

F.6.2.6.2.2 Dynamic Mode 

Refer to Section 6.2.6.2.2. 

F.6.2.6.2.2.1 Dynamic Mode Calculations 

Refer to Section 6.2.6.2.2.1. 
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F.6.2.7 Scrambler (Randomizer) 

Refer to Section 6.2.7. 

F.6.2.8 TCM Encoder 

Refer to Section 6.2.8. 

F.6.2.8.1 TCM R-S Bytes to Symbol Mapping 

Refer to Section 6.2.8.1. 

F.6.2.9 Preamble Prepend 

Refer to Section 6.2.9. 

F.6.2.10 Modulation Rates 

Refer to Section 6.2.10. 

F.6.2.11 S-CDMA Framer and Interleaver 

F.6.2.11.1 S-CDMA Framing Considerations 

Refer to Section 6.2.11.1. 

F.6.2.11.2 Mini-slot Numbering 

Refer to Section 6.2.11.2. 

F.6.2.11.2.1 Mini-slot Numbering Parameters in UCD 

Refer to Section 6.2.11.2.1. 

F.6.2.11.2.2 Mini-slot Numbering Examples 

Refer to Section 6.2.11.2.2. 

F.6.2.11.3 Transmission Time 

Refer to Section 6.2.11.3. 

F.6.2.11.4 Latency Considerations 

Refer to Section 6.2.11.4. 

F.6.2.11.5 Spreader-off Bursts for Maintenance on S-CDMA channel 

Refer to Section 6.2.11.5. 

F.6.2.11.6 Limiting the Number of Codes Assigned to a CM 

Refer to Section 6.2.11.6. 

F.6.2.12 S-CDMA Framer 

Refer to Section 6.2.12. 
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F.6.2.12.1 Subframe Definition 

Refer to Section 6.2.12.1. 

F.6.2.12.2 Framer Operation 

Refer to Section 6.2.12.2. 

F.6.2.12.2.1 Rules for Preamble and Coded TCM Symbols 

Refer to Section 6.2.12.2.1. 

F.6.2.12.2.2 Rules for Uncoded Symbols and the Uncoded TCM Subsymbols 

Refer to Section 6.2.12.2.2. 

F.6.2.12.2.3 Subframe Example 

Refer to Section 6.2.12.2.3. 

F.6.2.12.2.4 Frame Transmission 

Refer to Section 6.2.12.2.4. 

F.6.2.13 Symbol Mapping 

Refer to Section 6.2.13. 

F.6.2.14 S-CDMA Spreader 

Refer to Section 6.2.14. 

F.6.2.14.1 Code Hopping 

Refer to Section 6.2.14.1. 

F.6.2.15 Transmit Pre-Equalizer 

Refer to Section 6.2.15. 

F.6.2.16 Spectral Shaping 

Refer to Section 6.2.16. 

F.6.2.16.1 Upstream Frequency Agility and Range 

The upstream PMD sublayer MUST support operation over the frequency range of 5-65 MHz edge to edge. 

Offset frequency resolution MUST be supported having a range of �32 kHz (increment = 1 Hz; implement within 
�10 Hz). 

F.6.2.16.2 Spectrum Format 

Refer to Section 6.2.16.2. 
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F.6.2.17 Relative Processing Delays 

Refer to Section 6.2.17. 

F.6.2.18 Transmit Power Requirements 

The CM MUST support varying the amount of transmit power. Requirements are presented for 1) range of reported 
transmit power, 2) step size of power commands, 3) step size accuracy (actual change in output power compared to 
commanded change), and 4) absolute accuracy of CM output power. The protocol by which power adjustments are 
performed is defined in Section 11.2.4. Such adjustments by the CM MUST be within the ranges of tolerances 
described below. A CM MUST confirm that the transmit power limits are met after a RNG-RSP is received or after a 
UCD change. 

Transmit power is defined as the average RF power in the occupied bandwidth (channel width) transmitted in the data 
symbols of a burst, assuming equally likely QAM symbols, measured at the F-connector of the CM. 

Maximum and minimum transmit power level requirements refer to the CM’s target transmit power level, defined as 
the CM’s estimate of its actual transmit power. The actual transmitted power MUST be within ±2 dB of the target 
power. The target transmit power MUST be variable over the range specified in Table F–5. 

Transmit power as reported by the CM in the MIB is referenced to the 64QAM constellation. When transmitting with 
other constellations, a slightly different transmit power will result, depending on the constellation gain in Table F–3 
(see Section 6.2.13). As an example, if the reported power is 90 dBµV, 64QAM will be transmitted with a target 
power of 90 dBµV, while QPSK will be transmitted with 88.82 dBµV. 

Table F–3 Constellation Gains and Power Limits 

Constellation Constellation 
Gain Gconst 
Relative to 

64QAM (dB) 

Pmin 
(dBµV) 

Pmax 
(dBµV) 
TDMA 

Pmax 
(dBµV) 

S-CDMA 

Pmin - 
Gconst 

(dBµV) 

Pmax - 
Gconst 

(dBµV) 
TDMA 

Pmax - 
Gconst 

(dBµV) 
S-CDMA 

QPSK -1.18 68 118 113 69.18 119.18 114.18 

8QAM -0.21 68 115 113 68.21 115.21 113.21 

16QAM -0.21 68 115 113 68.21 115.21 113.21 

32QAM 0.00 68 114 113 68.00 114.00 113.00 

64QAM 0.00 68 114 113 68.00 114.00 113.00 

128QAM 0.05 68 N/A 113 67.95 N/A 112.95 
 

The actual transmitted power within a burst MUST be constant to within 0.1 dB peak to peak. This excludes the 
amplitude variation theoretically present due to QAM amplitude modulation, pulse shaping, pre-equalization, and for 
S-CDMA, spreading and varying number of allocated codes. 

The CM MUST support the transmit power calculations defined in Section F.6.2.18.1 and Section F.6.2.18.2. 

F.6.2.18.1 TDMA Transmit Power Calculations 

In TDMA mode, the CM determines its target transmit power Pt as follows. Define: 

Pr = Reported power level (dBµV) of CM in MIB (refers to 64QAM constellation) 
�P = Power level adjustment (dB); for example, as commanded in ranging response message 
Gconst = Constellation gain (dB) relative to 64QAM constellation (see above table) 
Pmin = Minimum target transmit power permitted for the CM per Section 6.2.21.1 (see above table) 
Pmax = Maximum target transmit power permitted for the CM per Section 6.2.21.1 (see above table) 
Phi = min(Pmax - Gconst) over all burst profiles used by the CM (see above table) 
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Plow = max(Pmin - Gconst) over all burst profiles used by the CM (see above table) 
Pt = Target transmit power level (dBµV) of CM (actual transmitted power as estimated by CM) 

The CM updates its reported power by the following steps: 

(1) Pr = Pr + �P      //Add power level adjustment to reported power level 
(2) Pr = min[Pr, Phi]      //Clip at max power limit 
(3) Pr = max[Pr, Plow]      //Clip at min power limit 

The CM then transmits with target power Pt = Pr + Gconst, i.e., the reported power plus the constellation gain. 

Usually the reported power level is a relatively constant quantity, while the transmitted power level varies 
dynamically as different burst profiles, with different constellation gains, are transmitted. A CM’s target transmit 
power MUST never be below Pmin or above Pmax. This implies that in some cases the extreme transmit power levels 
(e.g., 118 dBµV for QPSK and 68 dBµV) may not be permitted if burst profiles with multiple constellations are 
active. Also, if only QPSK is used, the reported power may be greater than 118 dBµV, although the target transmit 
power will not exceed 118 dBµV. 

For example, if only QPSK and 64QAM burst profiles are active, Phi = 114 dBµV and Plow = 69.2 dBµV. The 
maximum permitted QPSK transmitted power is 114 - 1.2 = 112.8 dBµV, the minimum QPSK power is 69.2 - 1.2 = 
68 dBµV, the maximum 64QAM power is 114 dBµV, and the minimum 64QAM power is 69.2 dBµV. 

F.6.2.18.2 S-CDMA Transmit Power Calculations 

Refer to Section 6.2.18.2. 

F.6.2.18.2.1 S-CDMA Transmit Power Calculations with Maximum Scheduled Codes Not Enabled 

In S-CDMA mode when Maximum Scheduled Codes is not enabled, the CM determines its target transmit power Pt 
as follows. Define: 

Pr = reported power level (dBmV) of CM in MIB (refers to 64QAM constellation and all active codes 
transmitted) 
Phi = min[Pmax - Gconst] over all burst profiles used by the CM (see above table) 
Plow = max[Pmin - Gconst] + 10 log(number_active_codes / number_of_codes_per_mini-slot)  
where the maximum is over all burst profiles used by the CM (see above table) 

The CM updates its reported power by the following steps: 

(1) Pr = Pr + �P      //Add power level adjustment to reported power level 
(2) Pr = min[Pr, Phi]      //Clip at max power limit 
(3) Pr = max[Pr, Plow]      //Clip at min power limit 

In a spreader-on frame, the CM then transmits each code i with target power: 

Pt,i = Pr + Gconst,i - 10 log(number_active_codes) 

i.e., the reported power plus the constellation gain Gconst,i of that code, less a factor taking into account the number of 
active codes. The total transmit power Pt in a frame is the sum of the individual transmit powers Pt,i of each code, 
where the sum is performed using absolute power quantities (non-dB domain). 

In a spreader-off frame, the CM target transmit power is Pt = Pr + Gconst. 

The transmitted power level varies dynamically as the number of allocated codes varies, and as different burst 
profiles, with different constellation gains, are transmitted. A CM’s target transmit power MUST never be below Pmin 
or above Pmax, including over all numbers of allocated codes and all burst profiles. This implies that in some cases the 
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extreme transmit power levels (e.g., 68 and 113 dBµV) may not be permitted. Also if, for example, only QPSK is 
used, the reported power may be greater than 113 dBµV, although the target transmit power will not exceed 113 
dBµV. 

If, for example, QPSK and 64QAM burst profiles are active, the number of active codes is 128 and the number of 
codes per mini-slot is 2, then Phi = 113 dBµV and Plow = 87.24 dBµV. The maximum permitted QPSK transmitted 
power is 113 - 1.18 = 111.82 dBµV when all active codes are transmitted, the minimum QPSK power is 87.24 - 1.18 
- 10 log(128) + 10log(2) = 68 dBµV when one mini-slot is transmitted. The last term in the sum is the result of 
summing the individual powers over 2 codes. Similarly, the maximum 64QAM power is 113 dBµV when all active 
codes are transmitted, and the minimum 64QAM power is 87.24 - 10 log(128) + 10 log(2) = 69.18 dBµV with one 
mini-slot transmitted. The minimum QPSK power permitted while transmitting, for example, 2 mini-slots is 71 
dBµV, and the minimum 64QAM power permitted while transmitting 2 mini-slots is 72.2 dBµV. 

The CM needs to implement some form of clipping on the transmitted waveform at the higher output powers in order 
to prevent peak to average ratio (PAR) issues. 

The power received at the CMTS in a spreader-on frame will sometimes be less than the nominal power of a 
spreader-off frame because of such factors as 1) broadcast opportunities not used by any CM, 2) unicast grants not 
used by one or more CMs, or 3) mini-slots assigned to the NULL SID. 

F.6.2.18.2.2 S-CDMA Transmit Power Calculations with Maximum Scheduled Codes Enabled 

In S-CDMA mode on channels on which Maximum Scheduled Codes is enabled, the CM determines its target 
transmit power Pt as follows. Define: 

Pr = reported power level (dBmV) of CM in MIB (operational transmit power of the spreader-off ranging burst 
referenced to 64QAM modulation) 
Phi_S = min[113 - Gconst] over all spreader-on burst profiles used by the CM (see above table) 
Plow_S = max[68 - Gconst] + 10 log(number_active_codes / number_of_codes_per_mini-slot) where the maximum 
is over all burst profiles used by the CM (see above table) 
Pmax_T = maximum target transmit power permitted for the CM in TDMA mode (see above table) for the 
constellation used in ranging. 
Phi_T = min[Pmax_T - Gconst] over all spreader-off burst profiles used by the CM (see above table) 
Pon = Pr clipped at the maximum spreader-on limit 
Psf = CM Power Shortfall 
Phr = S-CDMA Power Headroom 
�P = power level adjustment in dB sent from CMTS to CM 

The CM updates its reported power by the following steps: 

(1) Pr = Pr + �P     //Add power level adjustment to reported power level 
(2) Pr = min[Pr, Phi_T]     //Clip at max TDMA power limit 
(3) Pr = max[Pr, Plow_S]   //Clip at min S-CDMA power limit 
(4) Pon = min[Pr, Phi_S]     //Clip at max S-CDMA power limit 

In spreader-off frames, the CM transmits with target power: 

Pt = Pr + Gconst 

Based on the spreader-off transmit power, the CM updates its power shortfall according to the following steps: 

(1) Psf = Pr + max[Gconst,i] - 113     //Difference between spreader-off reported and max spreader-on target powers 
(2) Psf = max[Psf, 0]     //Set Psf to 0 if Pt is less than 113 dBµV 
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In spreader-on frames, the CM transmits each code i with target power: 

Pt,i = Pon + Gconst,i - 10 log(number_active_codes) + Phr 

i.e., the clipped reported power plus the constellation gain Gconst,i of that code, less a factor taking into account the 
number of active codes, plus the Power Headroom Phr. Phr is the power (in dB) added to account for CMs that have a 
Maximum Scheduled Codes limit and can transmit additional power per code. The total transmit power Pt in a frame 
is the sum of the individual transmit powers Pt,i of each code, where the sum is performed over all Nalloc allocated 
codes using absolute power quantities (non-dB domain). 
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If, for example, the burst profile contains QPSK for IUCs 1, 2, 3, and 4 and 64QAM for IUCs 9 and 10, the number 
of active codes is 128, and the number of codes per mini-slot is 2, then Phi_S = 113 dBµV, Plow_S = 87.24 dBµV, and 
Phi_T = 118 dBµV. Assume the CM ranges at spreader-off target transmit power of 117 dBµV. The CM reports Psf = 
117 dBµV - 113 dBµV = 4 dB. The CMTS uses Psf to set (using its vendor-specific algorithm) max_scheduled_codes 
= 32 and Phr = 6 dB. (The S-CDMA power headroom may differ from the power shortfall, at the discretion of the 
CMTS.) The CM sets its transmitted power per code to: 

Pt,i = Pon + Gconst,i - 10 log(number_active_codes) + Phr 
= 113 dBµV + 0 dB - 21 dB + 6 dB     //For a code with 64QAM modulation 
= 98 dBµV 

A parameter that may be used to illustrate the effect of increased power per code is the Effective Transmit Power, Peff, 
the power that would result hypothetically if all Nact active codes were transmitted. It is computed as: 
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where the last term is the average constellation gain. 

For a reference case with all codes transmitted using 64QAM modulation (Gconst = 0 dB), the Effective Transmit 
Power reduces to: 

Peff = Pon + Phr 

Continuing the above example, the result is: 

Peff = 113 dBµV + 6 dB 
= 119 dBµV 

Limiting the number of codes has given the CM an enhanced effective power of 119 dBµV, which is 6 dB above the 
normal maximum of 113 dBµV, and 2 dB above the ranging power of 117 dBµV. In this example, the CMTS used its 
discretion to ask for 2 dB more enhancement than was needed (Phr = 6 dB vs. Psf = 4 dB), perhaps due to some known 
impairment in the channel. 
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The Effective SNR is an SNR estimate for a given code corresponding to the Effective Transmit Power. It is defined 
as the measured SNR at the last station maintenance, minus the CM power shortfall, plus the power headroom, plus 
the difference in constellation gain between the ranging burst and the code under consideration. Its equation is: 

effective_SNR = measured_SNR - Psf + Phr + (Gconst, i - Gconst, ranging) 

where Gconst,ranging is the constellation gain of the ranging burst that resulted in the SNR measurement. In the MIB, 
effective_SNR corresponds to a reference case with 64QAM modulation (Gconst,i = 0 dB): 

effective_SNR = measured_SNR - Psf + Phr - Gconst,ranging 

Continuing the example, if the measured SNR in the last station maintenance was 17 dB using QPSK modulation 
(Gconst,ranging = -1.18 dB), then the Effective SNR referenced to 64QAM modulation is: 

effective_SNR = 17 dB - 4 dB + 6 dB + 1.18 dB = 20.18 dB 

F.6.2.18.3 Transmit Power Step Size 

The step resolution in transmit power MUST be 1dB or less. When a CM is commanded with finer resolution than it 
can implement, it MUST round to the nearest supported step size. If the commanded step is half way between two 
supported step sizes, the CM MUST choose the smaller step. For example, with a supported step resolution of 1 dB, a 
command to step ± 0.5 dB would result in no step, while a command to step ± 0.75 dB would result in a ±1 dB step. 

The step size accuracy MUST be within ± 0.4 dB. For example, the actual power increase resulting from a command 
to increase the power level by 1 dB in a CM's next transmitted burst MUST be between 0.6 dB and 1.4 dB. 

A relaxation in step size accuracy to �1.4 dB is allowed for one gain change when changing the power throughout 
the full power control range in either direction (from low-end to high-end power and vice versa). The locations of 
these two gain changes with relaxed accuracy MUST be at least 2 dB apart, thus enabling the use of large step 
attenuators in the coverage of the full power control range (hysteresis effect). 

F.6.2.19 Burst Profiles 

The transmission characteristics are separated into three portions: a) Channel Parameters, b) Burst Profile Attributes, 
and c) User Unique Parameters. The Channel Parameters include: 1) the modulation rate (six rates from 160 ksym/sec 
to 5.12 Msym/sec in octave steps); 2) the center frequency (Hz); 3) the 1536-bit Preamble Superstring, and iv) the S-
CDMA channel parameters. The Channel Parameters are further described in Section 8.3.3, Table 8–18; these 
characteristics are shared by all users on a given channel. The Burst Profile Attributes are listed in Table F–3 and are 
further described in Section 8.3.3, Table 8–19; these parameters are the shared attributes corresponding to a burst 
type. The User Unique Parameters may vary for each user even when using the same burst type on the same channel 
as another user (for example, Power Level), and are listed in Table F–5. 

The CM MUST generate each burst at the appropriate time as conveyed in the mini-slot grants provided by the 
CMTS MAPs (Section 8.3.4). 

The CM MUST support all burst profiles commanded by the CMTS via the Burst Descriptors in the UCD (Section 
8.3.3), and subsequently assigned for transmission in a MAP (Section 8.3.4). 
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Table F–4 Burst Profile Attributes 

Burst Profile Attributes Configuration Settings 

Modulation QPSK, 8 QAM, 16 QAM, 32 QAM,  
64 QAM, 128 QAM(TCM Only) 

Differential Encoding On/Off 
TCM Encoding On/Off 
Preamble Length 0-1536 bits (Note Annex F.6.2.9) 
Preamble Value offset 0 to 1534 
R-S FEC Error Correction (T) 0 to 16 (0 implies no R-S FEC. The number of codeword parity bytes is 2*T) 
R-S FEC Codeword Information Bytes (k) Fixed: 16 to 253 (assuming R-S FEC on)  

Shortened: 16 to 253 (assuming R-S FEC on) 
Scrambler Seed 15 bits 
Maximum Burst Length (mini-slots)1 0 to 255 
Guard Time 4 to 255 modulation intervals 

There is no guard time in S-CDMA. 
Last Codeword Length Fixed, shortened 
Scrambler On/Off On/Off 
Interleaver Width (Nr) (RS Codeword Length, k+2*T) 18 to 255 
Byte Interleaver Depth (Ir)2 0 to floor(2048/Nr)3 
Byte Interleaver Block Size (Br)4 2*Nr to 2048 
Interleaver Packet Size (Nf), (in bytes, including FEC) ≥18 bytes 

Preamble Type QPSK0/QPSK1 
S-CDMA Spreader5 On/Off 
S-CDMA Codes per Subframe5 1 to 128 
S-CDMA Interleaver Step5 1 to (spreading intervals per frame - 1) 
1 A burst length of 0 mini-slots in the Channel Profile means that the burst length is variable on that channel for that burst type. The burst length, 

while not fixed, is granted explicitly by the CMTS to the CM in the MAP. 
2 If depth=1, no interleaving; if depth=0, dynamic mode. 
3 Nr is the R-S codeword size k+2T as defined in Annex F.6.2.6.1. 
4 Used only in dynamic mode 
5 Used only for S-CDMA channels. 
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Table F–5 User Unique Burst Parameters 

User Unique Parameter Adjustment Command Resulting Parameter Value 

Power Level 8-bit two's complement,  
resolution = 0.25 dB 

TDMA: 
 +68 to +114 dBµV (32QAM, 64QAM) 
 +68 to +115 dBµV (8QAM, 16QAM)  
 +68 to +118 dBµV (QPSK) 
S-CDMA: 
 +68 to +113 dBµV (all modulations) 
Resolution = 1 dB or better 

Offset Frequency Range = ±32 kHz, resolution = 1 Hz Frequency Range per Section F.6.2.16.1 Frequency Agility and 
Range 

Ranging Offset Integer part: 32-bit two's complement, 
resolution = (1 / 10.24 MHz) = 6.25 µs/64 = 
97.65625 ns 
Fractional part: unsigned 8-bit fractional 
extension, resolution = 6.25 µs/(64*256) = 
0.3814697265625 ns 

Range: sufficient for maximum cable plant length per Section 
F.4.1 Broadband Access Network 
Resolution: TDMA 6.25µs/64.  
 S-CDMA: 6.25 µs/(64*256) 

Burst Length (mini-slots) if 
variable on this channel 
(changes burst-to-burst) 

N/A 1 to 255 mini-slots 

Transmit Equalizer 
Coefficients 
(See Section F.6.2.15 Transmit 
Pre-Equalizer) 

DOCSIS 2.0 mode: 24 complex coefficients, 4 
bytes per coefficient (2 real and 2 imaginary), 
load and convolve modes 
DOCSIS 1.1 mode: up to 64 complex 
coefficients, 4 bytes per coefficient (2 real and 
2 imaginary), convolve mode only 

DOCSIS 2.0 mode: 24 complex coefficients 
DOCSIS 1.1 mode: up to 64 complex coefficients 

 

The CM MUST implement the Offset Frequency Adjustment to effect a change in upstream carrier frequency within 
±10 Hz of the commanded change. 

F.6.2.19.1 Ranging Offset 

Ranging Offset is the time difference between the CM upstream frame time base and the CMTS upstream frame time 
base. It is an advancement equal to roughly the round-trip delay between the CM and the CMTS, and is needed to 
synchronize upstream transmissions in the TDMA and S-CDMA schemes. The CMTS MUST provide the CM with 
feedback adjustments of this offset, based on reception of one or more successfully received bursts (i.e., satisfactory 
result from each technique employed: error correction and/or CRC). The CMTS sends these Timing Adjust 
commands to the CM in the Ranging Response MAC message, where a negative value implies the Ranging Offset is 
to be decreased, resulting in later times of transmission at the CM. 

For TDMA channels the CM MUST implement the Timing Adjust command with resolution of at most 1 symbol 
duration (of the symbol rate in use for a given burst), and (other than a fixed bias) with accuracy within ±0.25 µs plus 
±1/2 symbol owing to resolution. As an example, for the maximum symbol rate of 5.12 Msym/s, the corresponding 
symbol period would be 195 ns, the corresponding maximum resolution for the Timing Adjust MUST be 195 ns, and 
the corresponding minimum accuracy MUST be ±348 ns. The accuracy of CM burst timing of ±0.25 µs plus ±1/2 
symbol is relative to the mini-slot boundaries derivable at the CM based on an ideal processing of the timestamp 
signals received from the CMTS. 

The resolution of the integer part of the Timing Adjust parameter, which is used for TDMA channels, is (1 / 10.24 
MHz) = 6.25 µsec/64 ~= 97.66 ns. For S-CDMA channels the CMTS provides an additional fractional field in the 
Timing Adjust command, with resolution of 1/16384 of the frame tick increment = (6.25 µs / (64*256) ~= 0.3814 ns. 

For S-CDMA channels, the CM MUST implement the Timing Adjust to within ±0.01 of the nominal chip period. As 
an example, for the maximum chip rate of 5.12 Mchips/s, the corresponding maximum resolution for implementation 
of the timing correction would be (±0.01)*195 ns or roughly ±2 ns. 
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F.6.2.19.2 TDMA Reconfiguration Times 

Refer to Section 6.2.19.2. 

F.6.2.19.3 S-CDMA Reconfiguration Times 

Refer to Section 6.2.19.3. 

F.6.2.19.4 CM Timing Offsets When Changing Modulation Rate 

Refer to Section 6.2.19.4. 

F.6.2.20 Burst Timing Convention 

Refer to Section 6.2.20. 

F.6.2.21 Fidelity Requirements 

The following requirements assume that any pre-equalization is disabled unless otherwise noted. 

F.6.2.21.1 Spurious Emissions 

The spurious emissions specifications are separated into two regions based on the transmit power. Region 1 is defined 
to have a power range of +74 dBµV to (Pmax - 3), i.e., the central region. Region 2 is defined from +68 dBµV to +74 
dBµV and (Pmax - 3) to Pmax, i.e., the low and high ends of the transmit power. Pmax depends on the modulation order, 
per Table F–5, as follows: for TDMA, +118 dBµV for QPSK, +115 dBµV for 8QAM/ 16QAM, +114 dBµV for 
32QAM/64QAM, and +113 dBµV for all modulations of S-CDMA.  

For S-CDMA mode, when a modem is transmitting fewer than 4 spreading codes, the Region 2 specifications are 
used for all transmit power levels. Otherwise, for all other numbers of spreading codes (e.g., 4 to 128) or for TDMA 
mode, the spurious emissions specifications are used according to the power ranges defined for Regions 1 and 2 
above. 

In addition, for S-CDMA, the spurious emission specifications for S-CDMA MUST be met for any 
number_allocated_codes, as defined in Annex F.6.2.19. 

The noise and spurious power MUST NOT exceed the levels given in Table F–6, Table F–7, and Table F–8. 

In Table F–6, in-band spurious includes noise, carrier leakage, clock lines, synthesizer spurious products, and other 
undesired transmitter products. It does not include ISI. The measurement bandwidth for Inband spurious is equal to 
the modulation rate (e.g., 160 to 5120 kHz). All requirements expressed in dBc are relative to the actual transmit 
power that the CM emits. 

The measurement bandwidth for the three (or fewer) Carrier-Related Frequency Bands (below 65 MHz) is 160 kHz, 
with up to three 160 kHz bands, each with no more than the value given in Table F–6, allowed to be excluded from 
the “Bands within 5 to 65 MHz Transmitting Burst” specs of Table F–8. Carrier-related spurious emissions include 
all products whose frequency is a function of the carrier frequency of the upstream transmission, such as but not 
limited to carrier harmonics. 

The measurement bandwidth is also 160 kHz for the Between Bursts specs of Table F–6 below 65 MHz. 

The Transmitting Burst specs apply during the mini-slots granted to the CM (when the CM uses all or a portion of the 
grant), and for 32 modulation intervals before and after the granted mini-slots. The Between Bursts specs apply 
except during a used grant of mini-slots, and the 32 modulation intervals before and after the used grant. 

In TDMA mode, a mini-slot may be as short as 32 modulation intervals, or 6.25 microseconds at the 5.12 Msym/ sec 
rate, or as short as 200 microseconds at the 160 ksym/sec rate. 



SCTE 79-1 

382 
 

Table F–6 Spurious Emissions 

Parameter Transmitting Burst Between Bursts 

Inband. -40 dBc The greater of -72 dBc or +1 dBµV 
Adjacent Band See Table F–7. The greater of -72 dBc or +1 dBµV 
3 or Fewer Carrier-Related Frequency Bands (such 
as second harmonic, if < 65 MHz) 

Region 1: -50 dBc for transmitted 
modulation rate = 320 kHz and 
above; -47 dBc for transmitted 
modulation rate = 160 kHz 
Region 2: -47 dBc 

The greater of -72 dBc or +1 dBµV 

Bands within 5 to 65 MHz (excluding assigned 
channel, adjacent channels, and carrier-related 
channels) 

See Table F–8.  The greater of -72 dBc or +1 dBµV 

CM Integrated Spurious Emissions Limits (all in 
250kHz, includes discretes) 
87.5 to 108 MHz 

 
 
30 dBµV 

 
 
1 dBµV 

CM Integrated Spurious Emissions Limits (all in 
4.75 MHz, includes discretes 1) 
65 to 87.5 MHz 
108 to 136 MHz 
136 to 862 MHz 

 
 
max –40 dBc, 34 dBµV 
 
20 dBµV 
15 dBµV 

 
 
34 dBµV 
 
15 dBµV 
max (15 dBµV, –40 dB ref d/s 2) 

CM Discrete Spurious Emissions Limits 1) 
65 to 87.5 MHz 
108 to 862 MHz 

 
max –50 dBc, 24 dBµV 
10 dBµV 

 
24 dBµV 
10 dBµV 

1. These spec limits exclude a single discrete spur related to the tuned received channel; this single discrete spur MUST NOT be greater 
than 20 dBµV. 

2. “dB ref d/s” is relative to the received downstream signal level. Some spurious outputs are proportional to the receive signal level. 
3. The frequencies from 108 to 136 MHz may be forbidden due to national regulations. 
4. These specification limits exclude three or fewer discrete spurs. Such spurs must not be greater than 20 dBµV. 

 

F.6.2.21.1.1 Adjacent Channel Spurious Emissions 

Spurious emissions from a transmitted carrier may occur in an adjacent channel which could be occupied by a carrier 
of the same or different modulation rate. The following table lists the required adjacent channel spurious emission 
levels for all combinations of transmitted carrier modulation rates and adjacent channel modulation rates. The 
measurement is performed in an adjacent channel interval that is of appropriate bandwidth and distance from the 
transmitted carrier based on the modulation rates of the transmitted carrier and the carrier in the adjacent channel. 

Table F–7 Adjacent Channel Spurious Emissions Relative to the Transmitted Burst Power Level 

Transmitted carrier 
modulation rate 

Specification in the 
interval, Region 1  

Specification in 
the interval, 

Region 2 

Measurement interval and 
distance from carrier edge 

Adjacent channel carrier 
modulation rate 

 -47 dBc -45 dBc 20 kHz to 180 kHz 160 kSymb/s 

 -47 dBc -45 dBc 40 kHz to 360 kHz 320 kSymb/s 

All modulation rates -46 dBc -45 dBc 80 kHz to 720 kHz 640 kSymb/s 

 -45 dBc -44 dBc 160 kHz to 1440 kHz 1280 kSymb/s 

 -44 dBc -41 dBc 320 kHz to 2880 kHz 2560 kSymb/s 

 -42 dBc -38 dBc 640 kHz to 5760 kHz 5120 kSymb/s 
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F.6.2.21.1.2 Spurious Emissions in 5 to 65 MHz 

Spurious emissions, other than those in an adjacent channel or carrier related emissions listed above, may occur in 
intervals (frequency bands) that could be occupied by other carriers of the same or different modulation rates. To 
accommodate these different modulation rates and associated bandwidths, the spurious emissions are measured in an 
interval equal to the bandwidth corresponding to the modulation rate of the carrier that could be transmitted in that 
interval. This interval is independent of the current transmitted modulation rate. 

The following table lists the possible modulation rates that could be transmitted in an interval, the required spurious 
level in that interval, and the initial measurement interval at which to start measuring the spurious emissions. 
Measurements should start at the initial distance and be repeated at increasing distance from the carrier until the 
upstream band edge, 5 MHz or 65 MHz, is reached. Measurement intervals should not include the three or fewer 
carrier related emission bands excluded above. 

Table F–8 Spurious Emissions in 5 to 65 MHz Relative to the Transmitted Burst Power Level 

Possible modulation 
rate in this interval 

Specification in the 
interval, Region 1 

Specification in the 
interval, Region 2 

Initial measurement interval 
and distance from carrier edge 

160 kSymb/s -54 dBc -53 dBc 220 kHz to 380 kHz 

320 kSymb/s -52 dBc -50 dBc 240 kHz to 560 kHz 

640 kSymb/s -50 dBc -47 dBc 280 kHz to 920 kHz 

1280 kSymb/s -48 dBc -44 dBc 360 kHz to 1640 kHz 

2560 kSymb/s -46 dBc -41 dBc 520 kHz to 3080 kHz 

5120 kSymb/s -44 dBc -38 dBc 840 kHz to 5960 kHz 
 

F.6.2.21.2 Spurious Emissions During Burst On/Off Transients 

Each transmitter MUST control spurious emissions, prior to and during ramp up and during and following ramp 
down, before and after a burst. 

On/off spurious emissions, such as the change in voltage at the upstream transmitter output due to enabling or 
disabling transmission, MUST be no more than 100 mV, and such a step MUST be dissipated no faster than 2 µs of 
constant slewing. This requirement applies when the CM is transmitting at +115 dBµV or more; at backed-off 
transmit levels, the maximum change in voltage MUST decrease by a factor of 2 for each 6-dB decrease of power 
level from +115 dBµV, down to a maximum change of 7 mV at +91 dBµV and below. This requirement does not 
apply to CM power-on and power-off transients. 

F.6.2.21.3 Modulation Error Ratio (MER) 

Refer to Section 6.2.21.3. 

F.6.2.21.3.1 Definitions 

Refer to Section 6.2.21.3.1. 

F.6.2.21.3.2 Requirements 

Unless otherwise stated, the MER MUST meet or exceed the following limits over the full transmit power range of 
Table 6–8 for each modulation, each modulation rate, and over the full carrier frequency range, and for S-CDMA, 
over any valid number of active and allocated codes. The 5-65 MHz carrier frequency range refers more precisely to 
[5 MHz + modulation rate * 1.25 / 2] to [65 MHz - modulation rate * 1.25 / 2]. At the break points between regions, 
the higher MER specification applies. 
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Case 1: Flat Channel, transmit equalization OFF 

Case 1a: for modulation rates 2.56 MHz and below 

MERsymb ≥ 30 dB over 15 to 47 MHz carrier frequency 

MERsymb ≥ 27 dB over 10 MHz to 15 MHz and 47 MHz to 54 MHz carrier frequency 

MERsymb ≥ 23 dB over 5 MHz to 10 MHz and 54 MHz to 65 MHz carrier frequency 

Case 1b: for modulation rate 5.12 MHz 

MERsymb ≥ 27 dB over 15 to 47 MHz carrier frequency 

MERsymb ≥ 24 dB over 10 MHz to 15 MHz and 47 MHz to 54 MHz carrier frequency 

MERsymb ≥ 20 dB over 5 MHz to 10 MHz and 54 MHz to 65 MHz carrier frequency 

Case 2: Flat channel, transmit equalization ON 

Case 2a: for TDMA/QPSK, MERsymb ≥ 30 dB. 

Case 2b: for S-CDMA and all TDMA modulations except QPSK, MERsymb ≥ 35 dB. 

Case 2c: for S-CDMA, MERchip ≥33 dB. 

Case 3: Echo channel, transmit equalization ON 

Case 3a: In the presence of a single echo selected from the channel micro-reflections defined in Table 4–2, the 
measured MERsymb MUST be ≥ 33 dB for TDMA/QPSK, and ≥ 33 dB for S-CDMA and all TDMA modulations 
except QPSK. 

Case 3b: In the presence of two or three of the echoes defined in Table 4–2 (at most one of each specified magnitude 
and delay), the measured MERsymb MUST be ≥29 dB. Since the table does not bound echo delay for the -30 dBc 
case, for testing purposes it is assumed that the time span of the echo at this magnitude is less than or equal to 1.5 µs. 

The CMTS MUST provide a test mode in which it: 

• Accepts equalizer coefficients via an external interface, e.g., Ethernet. 

• Sends the coefficients to the CM’s pre-equalizer via ranging response message (both set and convolve modes). 

• Does not adjust the CM's frequency, timing of power. 

F.6.2.21.4 Filter Distortion 

Refer to Section 6.2.21.4. 

F.6.2.21.4.1 Amplitude 

Refer to Section 6.2.21.4.1. 

F.6.2.21.4.2 Phase 

Refer to Section 6.2.21.4.2. 
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F.6.2.21.5 Carrier Phase Noise 

Refer to Section 6.2.21.5. 

F.6.2.21.6 Channel Frequency Accuracy 

Refer to Section 6.2.21.6. 

F.6.2.21.7 Modulation Rate Accuracy 

Refer to Section 6.2.21.7. 

F.6.2.21.8 Modulation Timing Jitter 

F.6.2.21.8.1 Symbol Timing Jitter for Asynchronous Operation 

Refer to Section 6.2.21.8.1. 

F.6.2.21.8.2 Chip Timing Jitter for Synchronous Operation 

All jitter specifications assume a downstream input to the CM per Annex F.6.3.5, Annex F.6.3.6, Annex F.6.3.7.2, 
Annex F.6.3.7.3, Annex F.6.3.9, and Annex F.6.3.10. 

For S-CDMA mode, upstream chip clock timing error (with the mean error subtracted out) relative to the CMTS 
master clock MUST be less than 0.005 RMS of the chip period over a 35-second measurement interval. This applies 
1) to the worst-case jitter and frequency drift specified for the CMTS Master clock and the CMTS downstream 
symbol clock in the requirements above and 2) for any round-trip propagation delay up to the maximum allowed. 

The CM upstream chip clock SHOULD track the jitter components below 10 Hz in the input downstream symbol 
clock with an error transfer function below -25 dB. The CM upstream chip clock SHOULD attenuate the jitter 
components in the input downstream symbol clock above 200 Hz. 

The CM MUST provide a test mode in which it: 

• A continuous (non-bursted) upstream signal is transmitted at the commanded carrier frequency, modulation rate 
and level. 

• The chip sequence at the spreader output is replaced with an alternating binary sequence (1, -1, 1, -1, 1, -1, ...) at 
nominal amplitude, equal on both I and Q. 

• The CM tracks the downstream symbol clock and uses it to generate upstream symbol clock as in normal syn-
chronous operation. 

F.6.2.22 Upstream Demodulator Input Power Characteristics 

The maximum total input power to the upstream demodulator MUST NOT exceed 95 dBµV in the 5-65 MHz 
frequency range of operation. 
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The intended received power in each carrier MUST be within the values shown in Table F–9. 

Table F–9 Maximum Range of Commanded Nominal Receive Power in Each Carrier 

Modulation Rate 
(kSymb/s) 

Maximum Range 
(dBµV) 

160 +44 to +74 

320 +47 to +77 

640 +50 to +80 

1,280 +53 to +83 

2,560 +56 to +86 

5,120 +59 to +89 
 

The demodulator MUST operate within its defined performance specifications with received bursts within �6 dB of 
the nominal commanded received power. 

F.6.2.23 Upstream Electrical Output from the CM 

The CM MUST output an RF modulated signal with the characteristics delineated in Table F–10. 

Table F–10 Electrical Output from CM 

Parameter Value 

Frequency 5 to 65 MHz edge to edge 
Level range (one channel) TDMA: 

 +68 to +114 dBµV (32QAM, 64QAM)  
 +68 to +115 dBµV (8QAM, 16QAM)  
 +68 to +118 dBµV (QPSK) 
S-CDMA: 
 +68 to +113 dBµV (all modulations of S-CDMA) 

Modulation Type QPSK, 8QAM, 16QAM, 32QAM, 64QAM, and 128QAM 
Modulation Rate (nominal) TDMA: 160, 320, 640, 1280, 2560 and 5120 kSymb/s 

S-CDMA: 1280, 2560 and 5120 kSymb/s 
Channel Bandwidth TDMA: 200, 400, 800, 1600, 3200 and 6400 kHz 

S-CDMA: 1600, 3200 and 6400 kHz 
Nominal Output impedance 75 ohms 
Output Return Loss > 6 dB (5-65 MHz) 
Connector F connector per [ISO-169-24] (common with the input) 

 

F.6.3 Downstream 

This DOCSIS 2.0 Downstream Specification applies only to a CMTS supporting exactly one QAM channel per RF 
output port. A CMTS supporting more than one QAM channel per RF output port would instead conform to the 
European technology option of the DOCSIS Downstream Radio Frequency Interface as specified in Annex A of 
[SCTE 133] in lieu of this Section. 

F.6.3.1 Downstream protocol 

The downstream PMD sub layer MUST conform to [EN 300 429]. 
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F.6.3.2 Interleaving 

The downstream PMD sub layer MUST support the interleaver with the characteristics defined in Table F–11. This 
interleaver mode fully complies with [EN 300 429]. 

Table F–11 Interleaver characteristics 

I (Number of taps) J (Increment) Burst protection 64QAM/256QAM Latency  
64QAM/256QAM 

12 17 18 µs/14 µs 0.43 ms/0.32 ms 
 

F.6.3.3 Downstream frequency plan 

The downstream frequency plan will include all center frequencies between 112 and 858 MHz on 250 kHz 
increments. It is up to the operator to decide which frequencies to use to meet national and network requirements. 

F.6.3.4 CMTS output electrical 

The CMTS MUST output an RF modulated signal with the following characteristics defined in Table F–12. 

Table F–12 CMTS output 

Parameter Value 

Center Frequency (fc) 112 to 858 MHz � 30 kHz 
Level Adjustable over the range 110 to 121 dBµV 
Modulation type 64QAM and 256QAM 
Symbol rate (nominal) 
64QAM 
256QAM 

 
6.952 Msym/s 
6.952 Msym/s 

Nominal channel spacing 8 MHz 
Frequency response 
64QAM 
256QAM 

 
�0.15 square root raised cosine shaping 
�0.15 square root raised cosine shaping 

Total discrete spurious In-band (fc � 4 MHz) � –57 dBc 
In-band spurious and noise (fc � 4 MHz) � –46.7 dBc; where channel spurious and noise includes all discrete spurious, noise, carrier 

leakage, clock lines, synthesizer products, and other undesired transmitter products. Noise 
within �50 kHz of the carrier is excluded. 

Adjacent channel  
(fc � 4.0 MHz) to (fc �4.75 MHz) 

� –58 dBc in 750 kHz. 

Adjacent channel  
(fc � 4.75 MHz) to (fc �12 MHz) 

� –60.6 dBc in 7.25 MHz, excluding up to 3 spurs, each of which must be  
�–60 dBc when each is measured with 10 kHz bandwidth. 

Next adjacent channel  
(fc � 12 MHz) to (fc � 20 MHz) 

Less than the greater of –63.7 dBc or 49.3 dBµV in 8 MHz, excluding up to three discrete 
spurs. The total power in the spurs must be � –60 dBc when each is measured with 10 kHz 
bandwidth. 

Other channels (80 MHz to 1000 MHz) � 49.3 dBµV in each 8 MHz channel, excluding up to three discrete spurs. The total power 
in the spurs must be � 60 dBc when each is measured with 10 kHz bandwidth. 

Phase noise 1 kHz-10 kHz: –33 dBc double sided noise power 

 10 kHz-50 kHz: –51 dBc double sided noise power 

 50 kHz-3 MHz: –51 dBc double sided noise power 
Output impedance 75 ohms 
Output return loss � 14 dB within an output channel up to 750 MHz; � 13 dB in an output channel above 750 

MHz 
Connector F connector per [ISO-169-24] 
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F.6.3.5 Downstream electrical input to CM 

The CM MUST accept an RF modulated signal with the following characteristics (see Table F–13). 

Table F–13 Electrical input to CM 

Parameter Value 

Center Frequency 112 to 858 MHz � 30 kHz 
Level Range (one channel) 43 to 73 dBµV for 64QAM 

47 to 77 dBµV for 256QAM  
Modulation Type 64QAM and 256QAM 
Symbol Rate (nominal) 6.952 Msym/s (64QAM) and 6.952 Msym/s (256QAM) 
Bandwidth 8 MHz (alpha = 0.15 square root raised cosine shaping for 64QAM and alpha = 0.15 square 

root raised cosine shaping for 256QAM) 
Total Input Power (80-862MHz) � 90 dBµV 
Input (load) Impedance 75 ohms 
Input Return Loss � 6 dB (85 to 862 MHz) 
Connector F connector per [ISO-169-24] (common with the output) 
 

F.6.3.6 CM BER performance 

The bit-error-rate performance of a CM MUST be as described in this section. The requirements apply to the  
I � 12, J � 17 mode of interleaving. 

F.6.3.6.1 64QAM 

F.6.3.6.1.1 64QAM CM BER Performance 

Implementation loss of the CM MUST be such that the CM achieves a post-FEC BER less than or equal to 10-8 when 
operating at a carrier to noise ratio (Es/No) of 25.5 dB or greater. 

F.6.3.6.1.2 64QAM image rejection performance 

Performance as described in Annex F.6.3.6.1.1 MUST be met with analogue or digital signal at 10 dBc in any portion 
of the RF band other than the adjacent channels. 

F.6.3.6.1.3 64QAM Adjacent channel performance 

Performance as described in Annex F.6.3.6.1.1 MUST be met with digital signal at 0 dBc in the adjacent channels. 

Performance as described in Annex F.6.3.6.1.1 MUST be met with analogue signal at 10 dBc in the adjacent 
channels. 

Performance as described in Annex F.6.3.6.1.1, with an additional 0.2-dB allowance, MUST be met with digital 
signal at 10 dBc in the adjacent channels. 

F.6.3.6.2 256QAM 

F.6.3.6.2.1 256QAM CM BER Performance 

Implementation loss of the CM MUST be that the CM achieves a post-FEC BER less than or equal to 10-8 when 
operating at a carrier to noise ratio (Es/No) as shown in Table F–14. 
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Table F–14 256QAM CM BER performance 

Input receive signal level Es/No 

47 dBµV to 54 dBµV 34.5 dB 

> 54 to +77 dBµV 31.5 dB 
 

F.6.3.6.2.2 256QAM image rejection performance 

Performance as described in Annex F.6.3.6.2.1 MUST be met with analogue or digital signal at 10 dBc in any portion 
of the RF band other than the adjacent channels. 

F.6.3.6.2.3 256QAM adjacent channel performance 

Performance as described in Annex F.6.3.6.2.1 MUST be met with analogue or digital signal at 0 dBc in the adjacent 
channels. 

Performance as described in Annex F.6.3.6.2.1, with an additional 0.5-dB allowance, MUST be met with analogue 
signal at 10 dBc in the adjacent channels. 

Performance as described in Annex F.6.3.6.2.1, with an additional 1.0-dB allowance, MUST be met with digital 
signal at 10 dBc in the adjacent channels. 

F.6.3.6.2.4 Additional specifications for QAM 

The following additional specifications are given for the QAM-modulation. 

Table F–15 QAM Modulation 

Parameter Specification 

I/Q Phase offset < 1.0 � 

I/Q crosstalk -50 dB 

I/Q Amplitude imbalance 0.05 dB max 

I/Q timing skew < 3.0 nsec 
 

F.6.3.7 CMTS timestamp jitter 

Refer to Section 6.3.7. 

F.6.3.7.1 CMTS Master Clock Jitter for Asynchronous Operation 

Refer to Section 6.3.7.1. 

F.6.3.7.2 CMTS Master Clock Jitter for Synchronous Operation 

Refer to Section 6.3.7.2. 

F.6.3.7.3 CMTS Master Clock Frequency Drift for Synchronous Operation 

Refer to Section 6.3.7.3. 
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F.6.3.8 CMTS Clock Generation 

The CMTS has the following three options related to the synchronization of the CMTS Master Clock and the 
Downstream Symbol Clock:  

1) Not locked. 

2) Downstream Symbol Clock locked to CMTS Master Clock. 

3) CMTS Master Clock locked to Downstream Symbol Clock. 

For S-CDMA operation the Master Clock and the Downstream Symbol Clock MUST be locked using either option 2 
or 3. 

Let fb
' represent the rate of the Downstream Symbol Clock which is locked to the CMTS Master Clock and let fm

' 
represent the rate of the CMTS Master Clock locked to the Downstream Symbol Clock. Let fb represent the nominal 
specified downstream symbol rate and let fm represent the nominal CMTS Master Clock rate (10.24 MHz). 

With the Downstream Symbol Clock locked to the CMTS Master Clock the following equation MUST hold: 

fb
' = fm*M/N 

With the CMTS Master Clock locked to the Downstream Symbol Clock the following equation MUST hold: 

fm
' = fb*N/M 

M and N MUST be unsigned integer values each representable in 16 bits. (These are specified in the channel TLV 
parameters of the UCD). When the Downstream Symbol Clock and the CMTS Master Clock are not locked together 
(Sync mode = 0), the values of M and N are not valid and are ignored by the CM. 

The values of M and N MUST result in a value of fb
' or fm

' which is not more than �1 ppm from its specified nominal 
value. Table F–16 lists the downstream modes of operation, their associated nominal symbol rates, fb, example values 
for M and N, the resulting synchronized clock rates, and their offsets from their nominal values. 

Table F–16 Downstream symbol rates and example parameters for synchronization with the CMTS Master Clock  

Downstream mode Nominal Specified Symbol 
Rate, fb (MHz) 

M/N CMTS Master Clock 
Rate, fm' (MHz) 

Downstream Symbol Rate, 
fb' (MHz) 

Offset from 
Nominal 

Annex A, 64QAM and 
256QAM (8 MHz) 

6.952  869/1280 10.24 6.952 0 ppm 

 

F.6.3.9 Downstream Symbol Clock Jitter for Synchronous Operation 

The downstream symbol clock MUST meet the following double sideband phase noise requirements over the 
following frequency ranges: 

< [-50 + 20*log(fDS/6.952)] dBc (i.e., < 0.07 nsec RMS)          10 Hz to 100 Hz 

< [-50 + 20*log(fDS/6.952)] dBc (i.e., < 0.07 nsec RMS)          100 Hz to 1 kHz 

< [-50 + 20*log(fDS/6.952)] dBc (i.e., < 0.07 nsec RMS)          1 kHz to 10 kHz 

< [-33 + 20*log(fDS/6.952)] dBc (i.e., < 0.5 nsec RMS)            10 kHz to 100 kHz 

< [-27 + 20*log(fDS/6.952)] dBc (i.e., < 1 nsec RMS)               100 kHz to (fDS /2)  

where fDS is the frequency of the measured clock in MHz. The value of fDS MUST be an integral multiple or divisor 
of the downstream symbol clock. For example, an fDS = 27.808 MHz clock may be measured if there is no explicit 
6.952 MHz clock available. 
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The CMTS MUST provide a test mode in which: 

• The downstream QAM symbol sequence is replaced with an alternating binary sequence (1, -1, 1, -1, 1, -1,...) at 
nominal amplitude, on both I and Q. 

• The CMTS generates the downstream symbol clock from the 10.24 MHz reference clock as in normal 
synchronous operation. If an explicit downstream symbol clock which is capable of meeting the above phase 
noise requirements is available (e.g., a smooth clock without clock domain jitter), this test mode is not required. 

F.6.3.10 Downstream Symbol Clock Drift for Synchronous Operation 

Refer to Section 6.3.10. 

F.7 Downstream transmission convergence sublayer 

F.7.1 Introduction 

Refer to Section 7.1. 

F.7.2 MPEG Packet format 

Refer to Section 7.2. 

F.7.3 MPEG Header for Euro-DOCSIS Data-Over-Cable 

The format of the MPEG Transport Stream Header is defined in section 2.4 of [ITU-T H.222.0]. The particular field 
values that distinguish Data-Over-Cable MAC streams are defined in Table F–17. Field names are from the ITU 
specification. 

The MPEG Header consists of 4 bytes that begin the 188-byte MPEG Packet. The format of the header for use on an 
Euro-DOCSIS Data-Over-Cable PID is restricted to that shown in Table F–17. The header format conforms to the 
MPEG standard, but its use is restricted in this specification to NOT ALLOW inclusion of an adaptation_field in the 
MPEG packets. 

Table F–17 MPEG Header format for Euro-DOCSIS Data-Over-Cable packets 

Field Length (bits) Description 

sync_byte 8 0x47; MPEG Packet Sync byte. 

transport_error_indicator 1 Indicates an error has occurred in the reception of the packet. This bit is reset to zero by the 
sender, and set to one whenever an error occurs in transmission of the packet. 

payload_unit_start_indicator 1 A value of one indicates the presence of a pointer_field as the first byte of the payload (fifth 
byte of the packet) 

transport_priority 1 Reserved; set to zero. 

PID (see Note) 13 Euro-DOCSIS Data-Over-Cable well-known PID (0x1FFE) 

transport_scrambling_control 2 Reserved; set to ‘00’. 

adaptation_field_control 2 ‘01’; use of the adaptation_field is NOT ALLOWED on the Euro-DOCSIS PID. 

continuity_counter 4 Cyclic counter within this PID 

 

F.7.4 MPEG Payload for Euro-DOCSIS Data-Over-Cable 

The MPEG Payload portion of the MPEG Packet will carry the Euro-DOCSIS MAC frames. The first byte of the 
MPEG payload will be a ‘pointer_field’ if the payload_unit_start_indicator (PUSI) of the MPEG Header is set. 
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stuff_byte 
This standard defines a stuff_byte pattern having a value (0xFF) that is used within the Euro-DOCSIS Payload to fill 
any gaps between the Euro-DOCSIS MAC frames. This value is chosen as an unused value for the first byte of the 
Euro-DOCSIS MAC frame. The ‘FC’ byte of the MAC Header will be defined to never contain this value. 
(FC_TYPE = ‘11’ indicates a MAC-specific frame, and FC_PARM = ‘11111’ is not currently used and, according to 
this specification, is defined as an illegal value for FC_PARM.) 

pointer_field 
The pointer_field is present as the fifth byte of the MPEG packet (first byte following the MPEG header) whenever 
the PUSI is set to one in the MPEG header. The interpretation of the pointer_field is as follows: 

The pointer_field contains the number of bytes in this packet that immediately follow the pointer_field that the CM 
decoder must skip past before looking for the beginning of an Euro-DOCSIS MAC Frame. A pointer field MUST be 
present if it is possible to begin a Data-Over-Cable MAC Frame in the packet, and MUST point to either: 

1) the beginning of the first MAC frame to start in the packet; or 

2) any stuff_byte preceding the MAC frame. 

F.7.5 Interaction with the MAC sublayer 

Refer to Section 7.5. 

F.7.6 Interaction with the Physical layer 

The MPEG-2 packet stream MUST be encoded according to [EN 300 429]. 

F.7.7 MPEG Header synchronization and recovery 

The MPEG-2 packet stream SHOULD be declared “in frame” (i.e., correct packet alignment has been achieved) 
when five consecutive correct sync bytes, each 188 bytes from the previous one, have been received. 

The MPEG-2 packet stream SHOULD be declared “out of frame”, and a search for correct packet alignment started, 
when nine consecutive incorrect sync bytes are received. 

The format of MAC frames is described in detail in Section 8. 

F.8 Media Access Control Specification 

F.8.1 Introduction 

Refer to Section 8.1. 

F.8.2 MAC Frame Formats 

Refer to Section 8.2. 

F.8.3 MAC Management Messages 

F.8.3.1 MAC Management Message Header 

Refer to Section 8.3.1. 
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F.8.3.2 Time Synchronization (SYNC) 

Time Synchronization (SYNC) MUST be transmitted by CMTS at a periodic interval to establish MAC sub layer 
timing. The message MUST use an FC field with FC_TYPE = MAC Specific Header and FC_PARM = Timing MAC 
Header. This MUST be followed by a Frame PDU in the format shown in Figure F–3. 

 
Figure F–3 Format of Packet PDU Following the Timing Header 

 

The parameters shall be as defined below: 

CMTS Timestamp 
The count state of an incrementing 32 bit binary counter clocked with the CMTS 10.24 MHz master clock. 

The CMTS timestamp represents the count state at the instant that the first byte (or a fixed time offset from the first 
byte) of the Time Synchronization MAC Management Message is transferred from the Downstream Transmission 
Convergence Sublayer to the Downstream Physical Media Dependent Sublayer as described in Section 6.3.7. A 
CMTS MUST always put the SYNC-message at the start of an MPEG-packet. This is required for compatibility with 
certain CM implementations. 



SCTE 79-1 

394 
 

Annex G DOCSIS 2.0 and 1.0/1.1 Interoperability 

DOCSIS 2.0 is the third generation of the DOCSIS specification. The terms DOCSIS 2.0, DOCSIS 1.1, and DOCSIS 
1.0 refer to these three different specifications. 

The DOCSIS 2.0 specification primarily aims at enhancing the limited upstream physical layer performance of a 
DOCSIS 1.0- or 1.1-based cable access system. Two new MAC Management Message Types have been defined, and 
several new parameter encodings have been defined in the existing MAC messages. A DOCSIS 2.0 CMTS is capable 
of supporting a higher upstream throughput for a given channel bandwidth as well as increased tolerance to noise 
experienced in the upstream. 

As well as supporting DOCSIS 2.0 capable CMs, the DOCSIS 2.0 CMTS must be backwards compatible with 
DOCSIS 1.0 and DOCSIS 1.1 CMs. Furthermore, it is necessary for a DOCSIS 2.0 CM to function like a 1.0 CM 
when interoperating with a 1.0 CMTS and to function like a 1.1 CM when interoperating with a 1.1 CMTS. 

This section describes the interoperability issues and trade-offs involved when the operator wishes to support 
DOCSIS 1.0 and/or DOCSIS 1.1 CMs as well as DOCSIS 2.0 CMs on the same cable access channel. 

G.1 General Interoperability Issues 

This section addresses the general DOCSIS 1.x/2.0 interoperability issues that do not depend on the modulation type 
used for the upstream channel. 

G.1.1 Provisioning 

The parameters of the TFTP configuration file for a DOCSIS 2.0 CM are (except for the addition of one optional 
TLV) identical to those for a DOCSIS 1.1 CM, and are a superset of those for a DOCSIS 1.0 CM. Configuration-file 
editors that support DOCSIS 1.1 may need to be modified to support the new TLV defined in DOCSIS 2.0. 

A TFTP configuration file containing Class of Service TLV’s is considered a “DOCSIS 1.0 style” configuration file. 
A TFTP configuration file containing Service Flow TLV’s is considered a “DOCSIS 1.1/2.0 style” configuration file. 
A TFTP configuration file containing both Class of Service and Service Flow TLV’s will be rejected by the CMTS 
(see Section 11.2.9). 

If a DOCSIS 2.0 CM is provisioned with a DOCSIS 1.0-style TFTP configuration file, it will register as specified in 
Annex G.1.2, although in the REG-REQ it MUST still specify “DOCSIS 2.0” in the DOCSIS Version Modem 
Capability and MAY specify additional advanced (i.e., DOCSIS 1.1 and DOCSIS 2.0) Modem Capabilities that it 
supports. Thus, a DOCSIS 2.0 CM can be provisioned to work seamlessly on either a DOCSIS 1.0, a DOCSIS 1.1, or 
a DOCSIS 2.0 network. However, a DOCSIS 2.0 modem on a DOCSIS 1.x network would be clearly unable to 
support any DOCSIS 2.0-specific features. 

A DOCSIS 2.0 CM operating on an S-CDMA channel with the Maximum Scheduled Codes feature enabled (see 
Section 8.3.3), and provisioned with a DOCSIS 1.0-style configuration file, SHOULD support fragmentation and 
indicate that support in the Modem Capabilities Encoding in the REG-REQ message. If a DOCSIS 2.0 CM supports 
certain advanced capabilities when registered as a DOCSIS 1.0 CM (as indicated by the Modem Capabilities 
Encoding), those features MUST function according to the requirements defined in the DOCSIS 2.0 specifications. 

On the other hand, DOCSIS 1.0 CMs do not recognize (and ignore) many of the new TLV’s in a DOCSIS 1.1/2.0 
style config file, and will be unable to register successfully if provisioned with a DOCSIS 1.1/2.0 configuration file. 
To prevent any functionality mismatches, a DOCSIS 2.0 CMTS MUST reject any Registration Request with DOCSIS 
1.1/2.0-specific configuration parameters that are not supported by the associated Modem Capabilities encoding in 
the REG-REQ (see Annex C.1.3.1). 
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G.1.2 Registration 

A DOCSIS 2.0 CMTS is designed to handle the registration TLV’s from DOCSIS 1.0 CMs as well as the TLV’s 
from DOCSIS 1.1 (TLV types 22 to 38) or DOCSIS 2.0 (TLV types 22 to 39) CMs. Furthermore a DOCSIS 2.0 CM 
can handle any TLV’s in a configuration file usable by a DOCSIS 1.0 CM. 

There is a slight difference in the registration-related messaging procedure when the DOCSIS 2.0 CMTS is 
responding to a DOCSIS 1.1 or 2.0 CM as opposed to a DOCSIS 1.0 CM (or a DOCSIS 1.1 CM using a 1.0-style 
configuration file). There is a further difference in the way a DOCSIS 2.0 CMTS handles registration from a DOCSIS 
2.0 CM using a 1.0-style configuration file depending on whether the upstream on which the registration is occurring 
has DOCSIS 2.0 features. 

A DOCSIS 1.1 or 2.0 CM could be configured to use the Service Class Name which is statically defined at the CMTS 
instead of explicitly asking for the service class parameters. When the DOCSIS 2.0 CMTS receives such a 
Registration-Request, it encodes the actual parameters of that service class in the Registration-Response and expects 
the Registration-Acknowledge MAC message from the CM. If the detailed capabilities in the Registration-Response 
message exceed those the CM is capable of supporting, the CM is required to indicate this to the CMTS in its 
Registration-Acknowledge. 

When a DOCSIS 1.0 CM (or a 1.1 CM using a 1.0-style configuration file) registers with the same CMTS, the 
absence of Service Class Names eliminates the need for the DOCSIS 2.0 CMTS to explicitly specify the service class 
parameters in the Registration-Response using DOCSIS 1.1 or 2.0 TLV’s. The Registration-Request from a DOCSIS 
1.0 CM explicitly requests all non-default service class parameters in the Registration-Request per its provisioning 
information. When a DOCSIS 2.0 CMTS receives a Registration-Request containing DOCSIS 1.0 Class of Service 
Encodings, it will respond with the DOCSIS 1.0-style Registration-Response and, if the CM is a DOCSIS 1.x CM, 
not expect the CM to send the Registration-Acknowledge MAC message. A DOCSIS 1.0 CM can be further 
identified by the absence of the “DOCSIS Version” Modem Capabilities encoding in the Registration-Request. 

In the case where a DOCSIS 2.0 CM is using a DOCSIS 1.0-style configuration file there is an additional 
consideration. This is because in the case where the upstream is a type 2 upstream (see Section 11.2.2) and therefore 
supports both TDMA and A-TDMA features the Registration-Acknowledge message is also used to synchronize 
switching from TDMA (DOCSIS 1.x) operation to A-TDMA (DOCSIS 2.0) operation. It is important that this switch 
be coordinated correctly between the CM and the CMTS in order for the CMTS to be able to correctly interpret 
bandwidth requests from the CM (see Section 11.2.9). Therefore, when a DOCSIS 2.0 CM registers using a 1.0-style 
configuration file on a type 2 or type 3 upstream, it transmits a Registration-Acknowledgment with a confirmation 
code of OK/SUCCESS (since 1.0-style registration does not allow for the CM to reject the Registration-Response). 
The CMTS knows to expect this because the modem capabilities field in the Registration-Request indicated that the 
CM was a 2.0 CM. The following table summarizes registration behavior for all cases involving a DOCSIS 2.0 CM. 
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Table G–1 Registration Behavior for a DOCSIS 2.0 CM 

Configuration file DOCSIS 1.0 CMTS DOCSIS 2.0 CMTS with 
a type 1 upstream or a DOCSIS 

1.1 CMTS 

DOCSIS 2.0 CMTS with a 
type 2 or type 3 upstream 

1.1/2.0-style configuration 
file that does not disable 
DOCSIS 2.0 mode 

N/A CM sends 1.1/2.0-style REG-REQ. 
CMTS sends 1.1/2.0-style REG-
RESP and CM responds with REG-
ACK. 

CM sends 1.1/2.0-style REG-REQ. CMTS 
sends 1.1/2.0-style REG-RESP and CM 
responds with REG-ACK. 

1.0-style configuration file 
that does not disable 
DOCSIS 2.0 mode. 

CM sends 1.0-style REG-REQ. 
CMTS sends 1.0-style REG-
RESP. CM MUST NOT send 
REG-ACK. 

CM sends 1.0-style REG-REQ. 
CMTS sends 1.0-style REG-RESP. 
CM MUST NOT send REG-ACK. 

CM sends 1.0-style REG-REQ. CMTS 
sends 1.0-style REG-RESP. CM MUST 
send REG-ACK with SUCCESS 
confirmation code. CMTS MUST wait for 
REG-ACK. 

1.1/2.0-style configuration 
file that disables DOCSIS 
2.0 mode. 

N/A CM sends 1.1/2.0-style REG-REQ. 
CMTS sends 1.1/2.0-style REG-
RESP and CM responds with REG-
ACK. 

CM sends 1.1/2.0-style REG-REQ. CMTS 
sends 1.1/2.0-style REG-RESP and CM 
responds with REG-ACK. 

1.0-style configuration file 
that disables DOCSIS 2.0 
mode. 

CM sends 1.0-style REG-REQ. 
CMTS sends 1.0-style REG-
RESP. CM MUST NOT send 
REG-ACK. 

CM sends 1.0-style REG-REQ. 
CMTS sends 1.0-style REG-RESP. 
CM MUST NOT send REG-ACK. 

CM sends 1.0-style REG-REQ. CMTS 
sends 1.0-style REG-RESP. CM MUST 
NOT send REG-ACK. 

 

Another minor issue is that a DOCSIS 1.0 CM will request for a bi-directional (with Upstream/Downstream 
parameters) service class from the CMTS using a Class-of-Service Configuration Setting. 

Since a DOCSIS 2.0 CMTS typically operates with unidirectional service classes, it can easily translate a DOCSIS 
1.0 Class-of-Service Configuration Setting into DOCSIS 1.1 or 2.0 Service Flow Encodings for setting up 
unidirectional service classes in local QoS implementation. However, for DOCSIS 1.0 modems, the DOCSIS 2.0 
CMTS MUST continue to maintain the QoSProfile table (with bi-directional Class parameters) for backward 
compatibility with the DOCSIS 1.0 MIB. 

Thus, if properly provisioned, a DOCSIS 1.0, a DOCSIS 1.1, and a DOCSIS 2.0 CM can all successfully register 
with the same DOCSIS 2.0 CMTS, and a DOCSIS 2.0 CM can register with a 1.0 CMTS. Furthermore, a DOCSIS 
2.0 CM can use a DOCSIS 1.0-style configuration file, register on a DOCSIS 2.0 CMTS and still use DOCSIS 2.0 
enhanced physical-layer features with DOCSIS 1.0 class-of-service features. 

G.1.3 Dynamic Service Establishment 

There are 8 MAC messages that relate to Dynamic Service Establishment. A DOCSIS 1.0 CM will never send them 
to any CMTS since they are unsupported. A DOCSIS 1.1 or 2.0 CM will never send them to a DOCSIS 1.0 CMTS 
because (a) to register successfully it has to be provisioned as a DOCSIS 1.0 CM and (b) when provisioned as a 
DOCSIS 1.0 CM it acts identically. When a DOCSIS 1.1 or 2.0 CM is connected to a DOCSIS 1.1 or 2.0 CMTS 
these messages work as expected. 

G.1.4 Fragmentation 

Fragmentation is initiated by the CMTS. Thus, a DOCSIS 1.0 CMTS will never initiate fragmentation since it knows 
nothing about it. A DOCSIS 1.1 or 2.0 CMTS can only initiate fragmentation for DOCSIS 1.1 or 2.0 CMs. A 
DOCSIS 1.1 or 2.0 CMTS MUST NOT attempt to fragment transmissions from a DOCSIS v1.0 CM that has not 
indicated a Modem Capabilities encoding for Fragmentation Support with a value of 1. 
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G.1.5 Multicast Support 

It is mandatory for DOCSIS 1.0 CMs to support forwarding of multicast traffic. However, the specification is silent 
on IGMP support. The only standard mechanism for controlling IP-multicast on DOCSIS 1.0 CMs is through SNMP 
and packet filters. Designers of DOCSIS 1.0 networks will have to deal with these limitations and expect no different 
from DOCSIS 1.0 CMs on a DOCSIS 2.0 network. 

DOCSIS 2.0 CMs in 1.0 mode MUST still comply with the requirements for IGMP and the forwarding of multicast 
traffic as per Section 5.1.2.3.2 and Section 5.3.1 of this specification. 

G.1.6 Changing Upstream Channels 

A DOCSIS 2.0 CMTS is capable of specifying the level of re-ranging to be performed only when it issues a DCC-
Request to the CM. This re-ranging technique parameter is specified by the DOCSIS 2.0 CMTS using a TLV in the 
DCC-Request MAC message. 

DOCSIS 1.1 or 2.0 CMs can benefit by only re-ranging to the level specified by this TLV. This can help in reducing 
the re initialization time following a DCC, for the DOCSIS 1.1 or 2.0 CM carrying a voice call. A DOCSIS 2.0 
CMTS is aware of the type of CM to which it is issuing the channel change request. It MUST refrain from sending a 
DCC-Request for DOCSIS 1.0 CMs, instead choosing to send a UCC-Request. If a DOCSIS 2.0 CMTS sends the 
UCC-Request, the DOCSIS 1.0 CMs will perform the default DOCSIS 1.0 re-ranging from start (Initial-Ranging) 
with its existing non-zero primary sid. 

G.2 Hybrid Devices 

Some DOCSIS 1.0 CM designs may be capable of supporting individual DOCSIS 1.1 features via a software 
upgrade. Similarly, some DOCSIS 1.0 CMTSes may be capable of supporting individual DOCSIS 1.1 features. To 
facilitate these “hybrid” devices, the majority of DOCSIS 1.1 features are individually enumerated in the Modem 
Capabilities. 

DOCSIS 1.0 hybrid CMs MAY request DOCSIS 1.1 features via this mechanism. However, unless a CM is fully 
DOCSIS 1.1 compliant (i.e., not a hybrid), it MUST NOT send a “DOCSIS Version” Modem Capability which 
indicates DOCSIS 1.1. Similarly, unless a CM is fully DOCSIS 2.0 compliant, it MUST NOT send a “DOCSIS 
Version” Modem Capability which indicates DOCSIS 2.0. 

If a hybrid CM intends to request such 1.1 capabilities from the CMTS during registration, it MUST send the ASCII 
coded string in Option code 60 of its DHCP request, “docsis1.0:xxxxxxx”. Where xxxxxxx MUST be an ASCII 
representation of the hexadecimal encoding of the Modem Capabilities. Refer to Annex C.1.3.1 and Annex D.1.1 for 
details. The DHCP server MAY use such information to determine what configuration file the CM is to use. 

In order to control the hybrid operation of modems, if a DOCSIS 2.0 CMTS receives a 1.0-style Registration Request 
message from a CM, the CMTS MUST, by default, force the modem to operate in a “pure” 1.0 mode with respect to 
certain features by disabling those features via the Modem Capabilities Encoding in the Registration Response. 
Specifically, the CMTS MUST support the six default values given in square brackets in Table G–2. The CMTS 
MAY provide switches, as indicated in Table G–2, for the operator to selectively allow certain hybrid features to be 
enabled. As an exception to these defaults, the DOCSIS 2.0 CMTS SHOULD allow the use of fragmentation for 
DOCSIS 2.0 CMs registering in DOCSIS 1.0 mode on an S-CDMA channel that has the Maximum Scheduled Codes 
feature (see Section 8.3.3) enabled. 

Table G–2 Hybrid Mode Controls 

 Concatenation Support Fragmentation Support Privacy Support 

1.0 CM allow/[deny] allow/[deny] allow BPI+/[force BPI] 
1.1 or 2.0 CM in 1.0 mode allow/[deny] allow/[deny] allow BPI+/[force BPI] 
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Normally, a DOCSIS 1.0 CMTS sets all unknown Modem Capabilities to “Off” in the Registration Response 
indicating that these features are unsupported and MUST NOT be used by the CM. A DOCSIS 1.0 hybrid CMTS 
MAY leave supported Modem Capabilities set to “On” in the Registration Response. However, unless a CMTS is 
fully DOCSIS 1.1- or 2.0-compliant (i.e., not a hybrid), it MUST still set all “DOCSIS Version” Modem Capabilities 
to DOCSIS 1.0. 

As always, any Modem Capability set to “Off” in the Registration Response must be viewed as unsupported by the 
CMTS and MUST NOT be used by the CM. 

G.3 DOCSIS 2.0 TDMA Interoperability 

G.3.1 Mixed-mode operation with TDMA 

In mixed-mode operation with both DOCSIS 1.x and DOCSIS 2.0 TDMA, a single channel is defined with a single 
UCD that contains both type 4 and type 5 burst descriptors. DOCSIS 1.x and 2.0 modems use the type 4 burst 
descriptors; DOCSIS 2.0 modems MUST also use the type 5 burst descriptors. DOCSIS 2.0 modems will use IUCs 9 
and 10. 

The following rules of operation apply: 

1. Prior to and during registration a DOCSIS 2.0 TDMA capable modem operating on a channel of type 1 or 2 
(refer to Section 11.2.2) MUST calculate its request size based on DOCSIS 1.x IUC parameters, and the CMTS 
MUST make all grants using DOCSIS 1.x IUCs. 

2. On a type 2 channel, a DOCSIS 2.0 TDMA CM MUST switch to DOCSIS 2.0 TDMA mode after transmission 
of the Registration Acknowledgement (REG-ACK) message. If the CM receives a Registration Response (REG-
RSP) message after transmission of the REG-ACK message, the CM MUST switch back to DOCSIS 1.1 mode 
before it continues with the registration process (see Figure 11–12). 

3. A CM in DOCSIS 2.0 TDMA mode MUST calculate its request size based on IUC types 9 & 10. The CMTS 
MUST make grants of IUC types 9 & 10 to that CM after it receives the Registration Acknowledgement message 
from the CM (see Section 11.2.9). 

4. On a type 2 channel, the CM MUST ignore grants with IUCs that are in conflict with its operational mode (e.g., 
the CM receives a grant with IUC 5 when it is in DOCSIS 2.0 TDMA mode). 

5. On a type 3 channel, the CMTS MUST use type 5 burst descriptors in order to prevent DOCSIS 1.x modems 
from attempting to use the channel. All data grants are in IUC types 9 & 10. 

6. On a type 2 channel, only Advanced PHY Short (IUC 9) and Advanced PHY Long (IUC 10) bursts may be 
classified as burst descriptor type 5. 

7. A DOCSIS 1.x modem that does not find appropriate type 4 burst descriptors for long or short data grant 
intervals MUST consider the UCD, and the associated upstream channel, unusable. 

G.3.2 Interoperability & Performance 

This section addresses the issue of performance impact on the upstream channel when DOCSIS 1.x CMs are 
provisioned to share the same upstream MAC channel as DOCSIS 2.0 TDMA CMs. 

Since the Initial maintenance, Station maintenance, Request, and Request/Data IUCs are common to both DOCSIS 
2.0 TDMA and DOCSIS 1.x CMs, the overall channel will experience reduced performance compared to a dedicated 
DOCSIS 2.0 TDMA upstream channel. This is due to broadcast/contention regions not being capable of taking 
advantage of improved physical layer parameters. 
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G.4 DOCSIS 2.0 S-CDMA Interoperability 

G.4.1 Mixed mode operation with S-CDMA 

In mixed mode operation with both TDMA and S-CDMA, two logically separate upstream channels are allocated by 
the CMTS, one for TDMA modems, and another for DOCSIS 2.0 modems operating in S-CDMA mode. Each 
channel has its own upstream channel ID, and its own UCD. However, these two channels are both allocated the 
same RF center frequency on the same cable plant segment. The CMTS controls allocation to these two channels in 
such a way that the channel is shared between the two groups of modems. This can be accomplished by reserving 
bandwidth through the scheduling of data grants to the NULL SID on all channels other than the channel which is to 
contain the potential transmit opportunity. Using this method, an upstream channel can support a mixture of differing 
physical layer DOCSIS modems, with each type capitalizing on their individual strengths. The channel appears as a 
single physical channel that provides transmission opportunities for both 1.x and DOCSIS 2.0 modems. The mixed-
mode configuration of the channel will be transparent to the CMs. 

The following rule of operation applies: 

1. The CMTS MUST use only type 5 burst descriptors on the S-CDMA channel in order to prevent DOCSIS 1.x 
modems from attempting to use the channel.  

G.4.2 Interoperability & Performance 

This section addresses the issue of performance impact on the S-CDMA upstream channel when the upstream center 
frequency is shared with an upstream TDMA channel. 

Due to the lack of ability to share the upstream transmit opportunities, the channels will not experience the statistical 
multiplexing benefits during contention regions across the CMs. Dedicated Initial Maintenance regions will be 
required on both logical MAC channels slightly reducing the overall performance available. Request and 
Request/Data regions will also not be capable of being shared although an intelligent CMTS scheduler will be able to 
reduce most performance impact. 
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Annex H The DOCSIS MAC/PHY Interface (DMPI) 

H.1 Scope 

Integrated circuit (IC) chip sets with separate MAC and PHY chips used in the implementation of a CMTS SHOULD 
implement DMPI. DMPI does not apply to IC chip sets which integrate MAC and PHY components together into one 
chip. 

Any usage of “MUST”, “SHOULD”, or “MAY” within the DMPI specification applies only if DMPI is implemented. 

H.2 Conventions 

H.2.1 Terminology 

Throughout this annex, the terms MAC and PHY are used extensively. MAC is used to refer to the device which 
provides the interface between the PHY devices and the system. The term PHY refers to the device which performs 
the physical layer processing for a single RF channel. It is important to note that both of these terms refer to physical 
devices as opposed to layers in the IP protocol stack. For the purposes of this specification, integrated circuit chips 
which handle multiple RF channels simultaneously are considered to contain multiple PHY devices. 

H.2.2 Ordering of Bits and Bytes 

The following rules control the order of transmission of bits and bytes over all the interfaces specified in the 
document. In all cases, fields of Data Blocks are transmitted in the order in which they appear in the Data Block 
format description. 

• Multibyte quantities are transmitted most significant byte first (big endian byte ordering). This byte ordering 
applies regardless of the width of the interface (byte, nibble, single bit). 

• On nibble wide interfaces, the most significant nibble (bits 7:4) is transmitted first. 

• On bit wide interfaces, the most significant bit of each field is transmitted first. 

H.2.3 Signal Naming Conventions 

Signal names which end with an “_N” are active low. Signals without this suffix are active high. 

H.2.4 Active Clock Edge 

All signals are driven and sampled on the rising edge of the clock except where otherwise noted. 

H.2.5 Timing Specifications 

The timing specs for DMPI use the following terminology: 
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Table H–1 Timing Parameters 

Parameter Symbol Description 

Clock Frequency f The frequency of the interface clock. 

Clock Low Pulse Width tlpw The low time of the interface clock. 

Clock High Pulse Width thpw The high time of the interface clock. 

Clock rise/fall time trf The transition time of the clock. 

Input Setup Time to Clock tsu From when an interface signal is valid to the following rising clock edge. 

Input Hold Time from Clock th From the rising clock edge to when an interface signal becomes invalid. 

Clock to Signal Valid Delay tcq From the rising edge of the interface clock to an interface signal becoming valid. 
 

Following are some usage notes for these timing parameters: 

• Setup and hold time specifications are given from the point of view of the DMPI Interface and not from the point 
of view of a device on the DMPI Interface. The clock to output, on the other hand, specifies the timing 
requirement of a DMPI device. 

• The tsu parameter specifies the minimum guaranteed amount of setup time provided by the DMPI interface 
measured at the receiving device. Therefore, inputs on DMPI devices should require no more than this amount of 
setup time. 

• The th parameter specifies the minimum guaranteed amount of hold time provided by the DMPI interface 
measured at the receiving device. Therefore, inputs on DMPI devices should require no more than this amount of 
hold time. 

• The tcq parameter specifies the minimum and maximum clock to output time at the driving device. The purpose 
of the minimum specification is to allow for clock skew between the driving and receiving DMPI device. For 
example, a 1ns minimum spec and a 0ns DMPI hold time requirement allows for at most 1ns of clock skew 
between devices. The maximum specification is to allow for the settling time of signals from the driving device 
to the receiving device and clock skew between devices. 

H.3 Overview 

This annex describes the DOCSIS MAC/PHY Interface (DMPI). DMPI is used to connect a DOCSIS MAC device to 
DOCSIS downstream and upstream PHY devices. While DMPI is a single interface, for the purposes of clarity, 
DMPI signals have been grouped into four separate groups. Each group serves a specific purpose and is independent 
of the others. For this reason, each group of signals is also referred to as an interface. 

A Downstream PHY MUST include a Downstream Data Interface and an SPI Bus Interface. An Upstream PHY must 
include an Upstream Data Interface, an Upstream Control Interface, and an SPI Bus Interface. PHY Chips which 
integrate multiple PHYs into a single package MUST have one set of interfaces for each PHY which has been 
integrated with the following exception: 

An integrated PHY device MAY use a single select and a single SPI Bus for all internal PHYs (using the SPI Bus 
protocol described in Annex H.8.4). An integrated Upstream PHY device MAY have only one TS_CLK input and 
only one US_CLK input. 

A MAC MUST include one Downstream Data Interface for each Downstream PHY it supports and one set of 
Upstream Interfaces (Upstream Data and Upstream Control) for each Upstream PHY it supports. It MUST include at 
least one SPI Bus Interface. 
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DMPI has been defined with the following goals in mind: 

• Vendor independence 

• Flexibility for future growth and vendor differentiation 

• Minimization of PHY specific logic in the MAC 

Figure H–1 shows an example application of DMPI. Note that this figure shows the connections required for a single 
DS PHY and a single US PHY. Obviously, other applications with multiple DS and US PHYs are possible. 

 
 

Figure H–1 DMPI Application 
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H.3.1 Downstream Data 

The Downstream Data Interface carries data from the MAC to the PHY for transmission on the Downstream. All 
signals on the interface are synchronous with respect to a clock driven by the PHY and received by the MAC. Four 
bits of data are transferred on each clock. The frequency of this clock is proportional to the Downstream bit rate. Its 
precise frequency is a function of the Downstream Symbol Rate, the modulation type (64QAM or 256QAM), and the 
physical layer framing in use (ITU-T Recommendations J.83 Annex A or ITU-T Recommendations J.83 Annex B). 

H.3.2 Upstream Data 

The Upstream Data Interface carries data from the PHY to the MAC which has been received on the Upstream. The 
interface is synchronous to a dedicated interface clock whose frequency is not directly related to the upstream bit rate. 

Data is transferred over the interface using a mixture of TLV’s and TV’s (a TLV for which the length is implied by 
the type). Along with the DOCSIS burst data, certain status information about the burst is also transferred to the 
MAC. There is also a TLV which allows the PHY to indicate that it didn’t receive a burst when one was expected. 

H.3.3 Upstream Control 

The Upstream Control Interface is used for two purposes. The first is to initialize the PHY’s timestamp counter, 
frame counter, and mini-slot counter and to check that the PHY’s timestamp counter remains synchronized to the 
MAC’s during operation. The second is to allow the MAC to pass information to the PHY regarding upcoming 
bursts.  

This interface uses two clocks. The clock used for the counter synchronization is the 10.24 MHz CMTS master clock. 
A single signal, that is synchronized to this clock, is used to perform this counter synchronization. The other clock 
used for this interface is shared with the Upstream Data Interface and has a frequency unrelated to the upstream 
modulation clock or the 10.24 MHz CMTS master clock. This clock, along with an associated set of signals, is used 
to transfer descriptions of future bursts. 

H.3.4 SPI Bus 

The Serial Peripheral Interconnect (SPI) Bus is used to read and write registers in the PHYs. The system MAY use 
one or more SPI Buses to provide register access to the PHYs. The number of SPI Buses in the system is a function 
of the system’s SPI Bus performance requirements. Each SPI Bus has a single master device which MAY be the 
MAC. Alternatively, an SPI Bus master MAY be some other device in the system (e.g., a microprocessor). 
References to the SPI Bus in this specification assume that the MAC is the master. The PHYs MUST only be slave 
devices. Each PHY MUST have one SPI Bus Interface. Multiple PHYs MAY share the same SPI Bus. 

The SPI Bus definition includes an interrupt signal (INT_N). Each PHY MUST drive an interrupt. The interrupt 
signals MAY be received by an SPI Bus master or they MAY be received by some other device in the system which 
provides the ability to monitor their state. 

H.4 Signals 

H.4.1 Downstream Data 

The signals used for the Downstream Data Interface are defined in Table H–2. 
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Table H–2 Downstream Data Interface Signals 

Signal Description 

DS_CLK DS transmit clock 
Driven by the Downstream PHY 
see Annex H.5.1 and Annex H.5.2 for detailed requirements for this clock 

DS_MSYNC_N Downstream MPEG Sync 
Driven by the MAC 
marks first nibble of sync byte; active low 

DS_VALID_N Downstream Data Valid 
Driven by the MAC 
indicates that valid data is present on DS_DATA 

DS_DATA[3:0] DS transmit data 
Driven by the MAC 

DS_DATAP Downstream Parity 
Driven by the MAC 
Even parity for DS_DATA (the number of 1’s across DS_DATA and DS_DATAP is even) 
DS_DATA and its corresponding DS_DATAP are driven on the same clock. Parity is not delayed a clock as it is in some 
interfaces. 

 

H.4.2 Upstream Data 

The signals used for the Upstream Data Interface are defined in Table H–3. 

Table H–3 Upstream Data Interface Signals 

Signal Description 

US_CLK Upstream Data/Control Clock 
Driven by external clock source (input to MAC and PHY) 

UD_SOB_N Upstream Data Start of Data Block 
Driven by Upstream PHY 
asserted when the first nibble or first byte of the Data Block is on UD_DATA 

UD_DV_N Upstream Data Valid 
Driven by Upstream PHY 
indicates valid data on UD_DATA 

UD_DATA[3:0
] 

Upstream Data 
Driven by Upstream PHY 

UD_DATAP Upstream Data Parity 
Driven by Upstream PHY 
Even parity for UD_DATA (the number of 1’s across UD_DATA and UD_DATAP is even) 
UD_DATA and its corresponding UD_DATAP are driven on the same clock. Parity is not delayed a clock as it is in some other 
interfaces. 

 



Radio Frequency Interface 2.0 

405 
 

H.4.3 Upstream Control 

Table H–4 lists the signals that are used for the Upstream Control Interface. 

Table H–4 Upstream Control Interface Signals 

Signal Description 

US_CLK Upstream Clock 
Driven by external clock source (input to MAC and PHY) 

UC_DV_N Upstream Control Data Valid 
Driven by the MAC 
Indicates valid Upstream Control Message data on UC_DATA 

UC_DATA Upstream Control Data 
Driven by the MAC 

UC_RDY_N Upstream Control Ready 
Driven by the PHY 
Indicates that the PHY is ready to receive an Interval Description Message 

TS_CLK 10.24 MHz master clock 
Driven by external clock source (input to MAC and PHY) 

TS_FS_N Timestamp Frame Sync 
Driven by the MAC 

 

H.4.4 SPI Bus 

Table H–5 SPI Bus Signals 

Signal Name Description 

SPI_CLK SPI Bus Clock 
Driven by a source external to the MAC and PHY or driven by the MAC 

SPI_MOSI Master out/Slave in 
Serial data from the MAC to the PHY 

SPI_MISO Slave out/Master in 
Serial data from the PHY to the MAC 
MAY be driven by the PHY from the falling edge of SPI_CLK. 

SPI_SSx_N Slave Select 
Selects a slave for a transaction. 
One Slave Select signal is provided by the MAC for each PHY (x = 1 to N). Addressing of devices within a package is provided 
by the protocol layer described in Annex H.8.4 
MAY be sampled by the PHY on the falling edge of SPI_CLK 

INT_N Interrupt 
Driven by PHYs 
Open drain 

 

H.4.5 Parity 

The Downstream Data, Upstream Data, and Upstream Control Interfaces use parity to maintain data integrity on the 
interface. Parity SHOULD be implemented. 

The SPI Bus does not have parity. 

Parity is even and covers only the data lines of the interface. Specific rules for parity checking are detailed in the 
following sections. 
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H.4.5.1 Downstream Data 

Parity must be checked by the Downstream PHY and covers DS_DATA. Since the Downstream transmit data is 
protected (DOCSIS frame HCS and CRC), detection of a parity error is not considered fatal and MUST NOT cause 
the processing of transmit data to halt. The PHY must generate an interrupt to the system when it detects a parity 
error so that the system can be made aware of its occurrence. Parity checking on this interface provides a way to 
distinguish between data errors on the interface and those in other parts of the data path. 

H.4.5.2 Upstream Data 

Parity is checked by the MAC and covers UD_DATA. Since the Upstream receive data is protected (DOCSIS frame 
HCS and CRC), detection of a parity error is not considered fatal and MUST NOT cause the processing of receive 
data to halt. The MAC must generate an interrupt to the system when it detects a parity error so that the system can be 
made aware of its occurrence. Parity checking on this interface provides a way to distinguish between data errors on 
the interface and those in other parts of the data path. 

H.4.5.3 Upstream Control 

Parity is checked by the Upstream PHY and covers the entire Upstream Control Message. A parity error on this 
interface is considered a fatal error. The PHY MUST NOT process the Upstream Control message which was 
received with a parity error as well as any subsequently received message. The PHY MAY process any Upstream 
Control messages received prior to the occurrence of the parity error. This processing MAY include the passage of 
various types of Upstream Data Blocks to the MAC. 

H.4.6 Interrupts 

Various places in the specification make reference to the assertion of an interrupt by the PHY. The characteristics of 
this interrupt MUST be as follows: 

• One active low interrupt line of level type 

• Driven open drain 

• Cause of interrupt line assertion determined by software read(s) of PHY register(s) which contains one bit for 
each interrupt source 

• No hardware prioritization of interrupt sources 

• Each interrupt source separately cleared by software write(s) to PHY register(s) 

• Asserted until all interrupt source bits are cleared (interrupt line is a simple OR of all interrupt sources) 

H.5 Protocol 

H.5.1 Downstream Data (ITU-T Recommendations J.83 Annex A) 

Figure H–2 shows the protocol for ITU-T Recommendations J.83 Annex A operation. 
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DS_CLK

DS_MSYNC_N

DS_DATA

DS_VALID_N

SYNCH SYNCL 1L 187H 187L2L SYNCH SYNCL1H 2H

DS_DATAP

 
 

Figure H–2 Downstream Data Signal Protocol for ITU-T Recommendations J.83 Annex A Operation 

The following behavior of DS_CLK and DS_VALID_N is required: 

• DS_CLK MUST NOT be gapped (it must have a constant frequency) 

• DS_CLK frequency MUST be 1/4 of the Downstream Line Rate. The DS Line Rate is the data rate including the 
ITU-T Recommendations J.83 Annex A framing overhead. 

• The MAC MUST assert DS_VALID_N for the entire 188 byte MPEG packet transfer and then MUST de-assert 
it for exactly 32 clocks following the transfer of the last nibble of the MPEG packet. 

H.5.2 Downstream Data (ITU-T Recommendations J.83 Annex B) 

Figure H–3 shows the protocol used to transfer data across this interface for ITU-T Recommendations J.83 Annex B 
operation. 

DS_CLK

DS_MSYNC_N

DS_DATA

DS_VALID_N

SYNCH SYNCL 1L 187H 187L2L1H 2H SYNCH SYNCL

DS_DATAP

 
 

Figure H–3 Downstream Data Signal Protocol for ITU-T Recommendations J.83 Annex B Operation 

The following behavior of DS_CLK and DS_VALID_N is required: 

• DS_CLK MUST NOT be gapped (it must have a constant frequency) 
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• DS_CLK frequency MUST be 1/4 of the Downstream Payload Rate. The Downstream Payload Rate is the data 
rate excluding the ITU-T Recommendations J.83 Annex B framing overhead. 

• The MAC MUST keep DS_VALID_N always asserted 

H.5.3 Upstream Data 

Figure H–4 shows the signaling protocol for this interface. 

US_CLK

UD_SOB_N

UD_DATA

UD_DV_N

B0H B0L B1H BNH BNLB1L B0H B0L

UD_DATAP
 

 

Figure H–4 Upstream Data Protocol 

It is a very simple protocol in which the Upstream PHY indicates the presence of valid data on UD_DATA by 
asserting UD_DV_N. The MAC has no ability to control the flow of data and is required to sample UD_DATA on 
every rising clock edge on which UD_DV_N is asserted. The start of a Data Block is indicated by the PHY’s 
assertion of UD_SOB_N. This signal MUST be asserted when the first nibble of the first byte of the Data Block is 
driven onto UD_DATA. 

The MAC MUST keep track of length of each Data Block as it relates to the assertion of UD_SOB_N. If 
UD_SOB_N is asserted before the entire previous Data Block has been transferred, the MAC MUST drop the 
associated burst and generate an interrupt. 

If the FIRST_STATUS byte indicates the absence of a PHY_STATUS Data Block but the PHY transfers one, the 
PHY_STATUS Data Block MUST be discarded by the MAC and an error MUST be signaled to the system. 

H.5.4 Upstream Control 

H.5.4.1 Counter Synchronization 

The master timestamp counter MUST reside in the MAC. The master mini-slot counter and master frame counter 
MUST reside in the PHY. The PHY MUST capture a timestamp snapshot on every frame boundary. When the 
system needs a Timestamp Snapshot for a UCD, it MUST read this snapshot using a single SPI bus transaction. The 
PHY MUST ensure that the timestamp snapshot does not change during the SPI Bus read transaction. 

A common timestamp clock, TS_CLK, MUST be externally provided to the upstream PHYs and the MACs. The 
frequency of this timestamp clock MUST be 10.24 MHz �5 ppm. The MAC MUST synchronize all PHYs to the 
timestamp value of the MAC. To accomplish this, the MAC MUST provide a frame sync pulse, TS_FS_N, to the 
PHYs that is synchronous to the positive edge of TS_CLK and has a pulse width equal to one period of TS_CLK.  

The 32 bit timestamp counter consists of a group of upper bits and a group of lower bits. The MAC and PHY MUST 
provide at least the following choices of upper and lower bit boundaries shown in Table H–6. 
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Table H–6 Timestamp Counter Initialization Options 

Upper Bits Lower Bits Frame Sync Interval 

8 24 1638.4 ms 

9 23 819.2 ms 

10 22 409.6 ms 

11 21 204.8 ms 

12 20 102.4 ms 
 

Figure H–5 shows an example of the proper assertion of the TS_FS_N signal. Note that the TIMESTAMP is shown 
for reference and is not part of the Upstream Control Interface. In this example, Upper Bits = 8. 
 

TS_CLK

TS_FS_N

XXFFF8 XXFFF9 XXFFFA XXFFFB XXFFFC XXFFFD XXFFFE XXFFFF XX0000 XX0001TIMESTAMP
 

 

Figure H–5 Counter Synchronization 

The MAC MUST assert TS_FS_N two 10.24 MHz clock periods prior to the lower bits of the MAC timestamp 
counter equaling all zeros. The MAC SHOULD provide some sort of maskable indication to the system when 
TS_FS_N occurs so that the system will have time to program the registers of the PHYs prior to the next assertion of 
TS_FS_N. The period of TS_FS_N is a function of the timestamp bit time and the number of lower bits from 
Table H–6. The variation of the TS_FS_N period is to allow the system designer to trade off system response time 
versus the time available to initialize a PHY chip. 

The PHY MUST provide all combinations of the following three initialization options when TS_FS_N is asserted: 

• the upper bits of the timestamp counter are specified and the lower bits are set to zero 

• the full 8 bits of the frame counter are specified 

• the full 32 bits of the mini-slot counter are specified 

The specification of these counters is supplied across the SPI Bus prior to the next frame sync pulse. Two TS_CLK 
clock cycles after TS_FS_N occurs, the PHY chip MUST initialize the specified counters. These counters are loaded 
at configuration time, and not on every assertion of TS_FS_N. A single PHY may be re-initialized without the need 
to re-initialize or otherwise interrupt the operation of other PHYs or the MAC. 

During normal operation, the PHY MUST check that the lower bits of the PHY timestamp counter are exactly all 
zeros two 10.24 MHz clock cycles following every assertion of TS_FS_N. If the check is negative, the PHY MUST 
generate an interrupt and MUST provide status accessible over the SPI bus. 
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H.5.4.2 Upstream Control Messages 

Figure H–6 shows a sample transaction. 

US_CLK

UC_DV_N

UC_DATA

UC_RDY_N

 
 

Figure H–6 Upstream Control Message Transfer 

The Upstream Control Interface is used to transfer time critical configuration information (messages) to the PHY. 
The most common type of message is an Interval Description message. This message informs the PHY of the arrival 
time and characteristics of an upcoming burst. The protocol of this interface is very simple. Following is a description 
of how this interface works: 

• A transaction transfers a single Upstream Control message. 

• UC_DV_N MUST remain asserted for the entire duration of the Upstream Control message transfer. 

• The length of each Upstream Control message is inferred by its type. 

• UC_DV_N MUST be de-asserted for a minimum of one US_CLK clock period to indicate the end of a trans-
action. 

• UC_RDY_N MAY be used to stop and start the flow of Interval Description messages. UC_RDY_N does not 
affect the transfer of other message types. If the PHY is receiving an interval description and does not want to 
receive a subsequent interval description, the PHY MUST de-assert UC_RDY_N at least two clock cycles of 
US_CLK prior to the end of the current interval description. This de-assertion behavior is shown in Figure H–6 
The MAC MUST transfer a new Interval Description Message within 10 US_CLK periods of the assertion of 
UC_RDY_N if a new Interval Description Messages is available. 

H.5.5 SPI Bus 

Figure H–7 shows a SPI Bus transaction. 
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SPI_SSx_N

SPI_MOSI

SPI_MISO

MSB

 
 

Figure H–7 SPI Bus Transaction 

A transaction proceeds as follows: 

• The master asserts the select (SPI_SSx_N) of the desired slave device. 

• The master drives SPI_MOSI with the appropriate command and data as described in Annex H.8.4. 

• For write commands, the first byte of data driven on SPI_MOSI is written to the register specified by the address 
in the command. The second byte of data (if it exists), is written to the next higher numbered address. Writes 
continue in this way until the master terminates the transaction by de-asserting SPI_SSx_N. 

• For read commands, the slave drives the read data on SPI_MISO which is indicated by the address in the 
command. The first bit of this read data is driven one clock after the last bit of the command has been sampled. 
Read data from consecutively numbered addresses is driven until the master terminates the transaction by de-
asserting SPI_SSx_N. 

SPI_CLK MUST be driven (oscillate) for at least one clock period prior to the assertion of SPI_SSx_N, during the 
entire SPI Bus transaction, and for one clock after the deassertion of SPI_SSx_N. SPI_CLK MAY be driven high or 
low at all other times. 

H.6 Electrical Specifications 

H.6.1 DC Specifications 

Devices which connect to DMPI must meet the requirements listed in Table H–7. Note that Output High Voltage and 
Output High Current specifications do not apply to the INT_N output as it is open drain. 

Table H–7 DC Characteristics 

Parameter Symbol Min. Max Units Comments 

Input Capacitance   10 pf  

Input Low Voltage Vil  0.8 v  

Input High Voltage Vih 2.0  v  

Output Low Voltage Vol  0.4 v  

Output High Voltage Voh 2.4  v  

Output Low Current Iol 4  ma  

Output High Current Ioh -4  ma  
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H.7 Timing Specifications 

H.7.1 Downstream Data 

Table H–8 DS Data Interface Timing 

Parameter Symbol Min. Max. Units 

DS_CLK Frequency f  25 MHz 

DS_CLK Low Pulse Width tlpw 10  ns 

DS_CLK High Pulse Width thpw 10  ns 

DS_CLK rise/fall time trf  4 ns 

DS_CLK Jitter tj  97.66 ns 

Input Setup Time to DS_CLK tsu 10  ns 

Input Hold Time from DS_CLK th 0  ns 

DS_CLK to Signal Valid Delay tcq 1 15 ns 
 

H.7.2 Upstream Data 

Table H–9 US Data Interface Timing 

Parameter Symbol Min. Max. Units 

US_CLK Frequency f 33 40.96 MHz 

US_CLK Low Pulse Width tlpw 6.5  ns 

US_CLK High Pulse Width thpw 6.5  ns 

US_CLK rise/fall time trf  3 ns 

Input Setup Time to US_CLK tsu 6  ns 

Input Hold Time from US_CLK th 0  ns 

US_CLK to Signal Valid Delay tcq 1 12 ns 
 

H.7.3 Upstream Control 

Table H–10 Upstream Control Interface Timing 

Parameter Symbol Min. Max. Units 

Input Setup Time to US_CLK tsu 6  ns 

Input Hold Time from US_CLK th 0  ns 

US_CLK to Signal Valid Delay tcq 1 12 ns 

TS_CLK rise/fall time trf  3 ns 

Input Setup Time to TS_CLK tsu 10  ns 

Input Hold Time from TS_CLK th 0  ns 

TS_CLK to Signal Valid Delay tcq 1 15 ns 
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H.7.4 SPI Bus 

Table H–11 SPI Bus Timing 

Parameter Symbol Min. Max. Units 

SPI_CLK Frequency f  10.24 MHz 

SPI_CLK Low Pulse Width tlpw 43.91  ns 

SPI_CLK High Pulse Width thpw 43.92  ns 

SPI_CLK rise/fall time trf  4 ns 

SPI_MOSI or SPI_MISO Setup Time to SPI_CLK tsu 15  ns 

SPI_MOSI or SPI_MISO Hold Time from SPI_CLK th 0  ns 

SPI_SSx_N Setup Time to SPI_CLK rising3 tsu 50  ns 

SPI_SSx_N Setup Time to SPI_CLK falling4 tsu 25  ns 

SPI_SSx_N Hold Time from SPI_CLK th 0  ns 

SPI_CLK to Signal Valid Delay5 tcq 1 12 ns 
1 Can be achieved with a 45/55 duty cycle 10.24Mhz clock 
2 Can be achieved with a 45/55 duty cycle 10.24Mhz clock 
3 Applies to PHYs which sample SPI_SSx_N with the rising edge of SPI_CLK. Ignored otherwise. 
4 Applies to PHYs which sample SPI_SSx_N with the falling edge of SPI_CLK. Ignored otherwise. 
5 For SPI_MISO, this timing is referenced to the driving edge of the clock (rising or falling, depending on the device). 
 

H.8 Data Format and Usage 

H.8.1 Downstream Data 

The data which passes from the MAC to the PHY is a stream of MPEG packets. The start of the SYNC byte is 
indicated by the assertion of the DS_MSYNC_N signal. Including the SYNC byte, each MPEG packet is 188 bytes in 
length. 

The MAC MUST generate null MPEG packets when there are no DOCSIS frames to be transmitted. 

H.8.2 Upstream Data 

H.8.2.1 Block Format 

Data is passed from the Upstream PHY to the MAC using a combination variable sized units called Upstream Data 
Blocks. Each of these Data Blocks has the generic format described in Table H–12 (except for the CHANNEL Data 
Block Type as indicated in Annex H.8.2.8.5). 

Table H–12 Upstream Data Block Format 

Size (bytes) Name Description 

1 Block Type identifies the type of Block 

2 Block Length length of Block data field in bytes (N) 
Not present for CHANNEL Block Type 

N Block Data Block data 
 

As can be seen from this table, each Data Block starts with a Data Block type. This type is used by the MAC to 
determine which type of Data Block data is being transferred. The Data Block length field contains the length in 
bytes of the Data Block data and is used by the MAC to find the end of the Data Block data field. In most cases, the 
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Data Block type determines the format of the Data Block data field. The exception to this is the PHY_STATUS type 
where the format of the Data Block data field is PHY specific. 

Table H–13 gives a complete list of all Block Types. 

Table H–13 Upstream Data Block Types 

Type Name Description 

0x00 Reserved Reserved 

0x01 FIRST_DATA First data of burst 
contains 7 bytes of fixed format status data and first data of burst 

0x02 MIDDLE_DATA Middle data of burst 

0x03 LAST_DATA Last data of burst 
contains 4 bytes of fixed format status data and last data of burst 

0x04 PHY_STATUS Status which should be passed to software 
The maximum length of this Block is 128 bytes 

0x05 NO_BURST Indicates that no burst was received during a transmit opportunity 

0x06 CHANNEL Used to indicate the channel to which the next Data Block belongs. 

0x07-0xff Reserved Reserved 
 

H.8.2.2 FIRST_DATA Block 

Table H–14 shows the format of the FIRST_DATA Block. 

The FIRST_DATA Block is used by the PHY to transfer the beginning of a received burst. This block MUST contain 
the seven bytes of status information defined in the table. It MAY contain burst data as well. The Block Length of the 
FIRST_DATA block MUST NOT be less than seven. Note that N=7 is allowed. 

Table H–14 FIRST_DATA Data Format 

Size (bytes) Name Description 

1 FIRST_STATUS bit 7:6, reserved, MUST be zero 
bit 5, New UCD, 1=> First burst received on new UCD 
bit 4, PHY_STATUS Data Block present, 1=> PHY_STATUS Data Block present 
bit 3:0, IUC, taken from the Upstream Control Interval Description message 

2 SID bit 15:14, reserved, MUST be zero 
bit 13:0, SID, taken from the Upstream Control Interval Description message 

4 START_MINISLOT Derived from the Upstream Control Interval Description message parameters 

N-7 BURST_DATA First data of burst 
 

H.8.2.3 MIDDLE_DATA Block 

Table H–15 shows the format of the MIDDLE_DATA Block. The MIDDLE_DATA block is used to transfer burst 
data. 

Table H–15 MIDDLE_DATA Data Format 

Size (bytes) Name Description 

N BURST_DATA Middle data of burst 
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H.8.2.4 LAST_DATA Block 

Table H–16 shows the format of the LAST_DATA Block. The LAST_DATA block is used to transfer burst data. 
This block MUST contain the four bytes of status information defined in the table. It MAY also contain burst data. 
The Block Length of the LAST_DATA block MUST NOT be less than four. Note that N=4 is allowed. 

Table H–16 LAST_DATA Data Format 

Size (bytes) Name Description 

N-4 BURST_DATA Last data of burst 

1 LAST_STATUS bit 7:3, reserved, must be zero 
bit 2, internal PHY error, 1=> internal PHY error 
bit 1, low energy; indicates that the burst power was below the desired threshold,  
1 => low energy 
bit 0, high energy; indicates that the burst power was above the desired threshold,  
1 => high energy 

1 GOOD_FEC the number of good FEC blocks in the burst 
must stop incrementing when count reaches 255 
must be zero if FEC is disabled for associated interval 

1 CORRECTED_FEC the number of corrected FEC blocks in the burst 
must stop incrementing when count reaches 255 
must be zero if FEC is disabled for associated interval 

1 UNCORRECTED_FEC the number of uncorrected FEC blocks in the burst 
must stop incrementing when count reaches 255 
must be zero if FEC is disabled for associated interval 

 

H.8.2.5 PHY_STATUS Block 

Table H–17 shows the format of the PHY_STATUS Block. The PHY_STATUS block is used to transfer PHY unique 
status to the MAC. The contents of this block are vendor unique and are unrestricted. 

Table H–17 PHY_STATUS Data Format 

Size (bytes) Name Description 

N PHY_STATUS PHY specific status information such as channel characteristics (e.g., timing error, power error, 
frequency error, EQ coefficients) 

 

H.8.2.6 NO_BURST Block 

Table H–18 shows the format of the NO_BURST Block. This block is used by the PHY to indicate that a valid burst 
was not received when one was expected. Absence of a valid burst may be caused by either no transmitter, multiple 
transmitters, or a noise corrupted transmission. DMPI does not specify the criteria by which the PHY distinguishes 
between these cases. 
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Table H–18 NO_BURST Data Format 

Size (bytes) Name Description 

2 SID_STATUS bit 15, collision, collision occurred 
bit 14, no energy, no energy detected 
bit 13:0, SID, taken from the Upstream Control Interval Description message 

4 START_MINISLOT Derived from the Upstream Control Interval Description message parameters 

1 IUC bit 7:5, reserved, must be zero 
bit 4: New UCD, 1=> First NO_BURST block received on new UCD 
bit 3:0, IUC, taken from the Upstream Control Interval Description message 

2 LENGTH Taken from the Upstream Control Interval Description message 
Note that for Contention Intervals, this is the length of the interval and not the length of each 
individual transmit opportunity in the interval. 

 

H.8.2.7 CHANNEL Block 

Table H–19 shows the format of the CHANNEL Block. The Channel Block is used by the PHY to indicate to which 
logical channel subsequent blocks belong. 

Table H–19 CHANNEL Data Format 

Size (bytes) Name Description 

1 CHANNEL bit 7:3, reserved, must be zero 
bit 2:0, Channel Number 

 

H.8.2.8 Block Usage 

H.8.2.8.1 Overview 

At least one Data Block MUST be transferred for every Transmit Opportunity. If a burst is received during a transmit 
opportunity, the appropriate series of Data Blocks MUST be transferred to the MAC (FIRST_DATA, 
MIDDLE_DATA, LAST_DATA, PHY_STATUS). If no burst is received, a NO_BURST Data Block MUST be 
transferred unless the region was allocated to a SID which the system has reserved for no CM (e.g., the null SID as 
defined in A.2.1). Note that since contention regions have multiple transmit opportunities, more than one set of Data 
Blocks will likely be transferred to over the interface for each region (interval). 

The minimum amount of payload in a Data Block (the length of the Block Data field) MUST be 16 bytes with the 
following exceptions: 

• Data Blocks for bursts which are less than 16 bytes in length 

• Any LAST_DATA Data Block 

The Upstream PHY SHOULD minimize the number of Data Blocks required to transfer a burst so as to minimize the 
amount of overhead on DMPI. However, nothing specific other than what is mentioned above is required. 

For Non-contention Intervals, the START_MINISLOT MUST be equal to the START_MINISLOT which was 
passed to the PHY in the corresponding Interval Description Message (described in Annex H.8.3). For Contention 
Intervals (IE types REQ and REQ/Data), the PHY MUST calculate an accurate START_MINISLOT value and return 
it in the appropriate Data Block (FIRST_DATA or NO_BURST). In general terms, this means that PHY MUST 
calculate the START_MINISLOT for each Data Block by taking into account the number of mini-slots which have 
passed since the start of the Interval. Specifically, the Upstream PHY SHOULD use the IUC and SID in the Upstream 
Control Interval Description message to calculate a burst start offset from the original START_MINISLOT value 
received in this message. The offset is then added to this START_MINISLOT and returned to the MAC as the 
START_MINISLOT in the appropriate Upstream Data Block. 
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H.8.2.8.2 Burst Data Transfer 

The transfer of a burst MUST be accomplished by transferring the following Data Blocks in the following order: 

• one FIRST_DATA Block 

• zero to N MIDDLE_DATA Blocks 

• one LAST_DATA Block 

• zero or one PHY_STATUS Block 

The only Data Block type which MAY be transferred after a FIRST_DATA Data Block and before a LAST_DATA 
Data Block is a MIDDLE_DATA Data Block. Any other Data Block transferred between these two Data Blocks 
MUST be discarded by the MAC. 

In general, each Data Block will contain one FEC block of data. However, there is no specific requirement as to 
which Data Block types contain which parts of the burst data. The data MAY be distributed between the various Data 
Block types at the discretion of the PHY as long as the Data Block ordering shown above is maintained and the 
minimum block length requirements are respected. A Data Block type with a length of zero is also allowed. Every 
burst, regardless of size, MUST be transferred to the MAC using at least a FIRST_DATA Block and a LAST_DATA 
Data Block. The PHY_STATUS Data Block is optional with its presence indicated in the FIRST_STATUS byte in 
the FIRST_DATA Data Block. The MIDDLE_DATA Data Block is optional. 

Typically, there will be some arbitrary delay between the transfer of one Data Block and the transfer of the next. It is 
the PHY’s responsibility to assure that these delays do not interfere with the PHY’s ability to keep up with the 
incoming data rate. 

Note that this series of Data Blocks is passed to the MAC any time a burst is received regardless of the type of 
interval in which the burst was received (contention or non-contention). 

H.8.2.8.3 No Burst Status Transfer 

It is sometimes useful for the system to know when no usable burst was received during a transmit opportunity. This 
can happen when there is no transmitter (no energy) in the opportunity, there is more than one transmitter (a 
collision), or noise corrupted a transmission. For a contention region, knowledge of unused opportunities or those 
with collisions helps software optimize its scheduling of contention regions (their duration and frequency). For non-
contention regions, these same events could be an indication of a problem with a CM. Or, they could be a result of 
illegal or malicious use of the US bandwidth. 

The NO_BURST Data Block contains two status bits. The one called “collision” indicates that a collision occurred 
during the transmit opportunity. The other, called “no energy”, indicates that there was no energy detected during the 
transmit opportunity. If neither is set, it means that there was energy but that no preamble was found. Both of these 
bits must not be set at the same time. 

H.8.2.8.4 UCD Change Indication 

In order to allow the system to properly size grants for bandwidth requests which were received prior to a UCD 
change but are granted after such a UCD change, the MAC needs to be notified that a new UCD is in effect. This 
notification is achieved via “New UCD” status bits in the NO_BURST and FIRST_DATA Data Blocks. The PHY 
MUST set the New UCD bit of the first Data Block sent to the MAC after a UCD change (FIRST_DATA or 
NO_BURST, whichever is sent first). The New UCD bit of these Data Blocks MUST be zero at all other times. 

H.8.2.8.5 Logical Channel Support 

For Upstream PHYs which support multiple logical channels, a Data Block Type called CHANNEL is used to 
specify to which logical channel each Data Block belongs. This Data Block contains a single byte of payload which is 
the channel number (zero to seven inclusive). Since the Data Block is a fixed length and is potentially required for 
every other Data Block transferred, the length bytes are omitted from the normal Data Block format and only the 
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Data Block Type and Block Data are transferred. So, a CHANNEL Block is always two bytes long (including the 
Type byte). 

It is important to note that the Channel Data Block is only used to distinguish between data received on logical 
channels within the same RF channel. Since each PHY has its own DMPI interface, the RF channel to which data 
belongs is inferred by the PHY’s connection to the MAC. 

The CHANNEL Data Block is used as follows: 

• The CHANNEL Data Block sets the “current” channel for transmitted Data Blocks. After reset, the MAC must 
set the current channel to zero.  

• The current channel is always the channel number contained in the most recently transmitted CHANNEL Data 
Block. For this reason, transmission of a CHANNEL Data Blocks is only required when a change in the current 
channel is desired. 

Since the MAC sets the current channel to zero prior to receipt of any CHANNEL Data Blocks, PHYs which support 
a single channel are not required to support this Data Block Type. In cases where multiple CHANNEL Data Blocks 
are transferred in succession, the last one received prior to the transfer of one of the other Data Blocks will be 
considered valid and the others that preceded it will be ignored. NO_BURST Data Blocks may be preceded by a 
CHANNEL Data Block. If a series of NO_BURST Data Blocks for the same channel are transmitted to the MAC, 
only one CHANNEL Data Block is required (transferred prior to the first NO_BURST Data Block). 

All Data Blocks associated with a single burst MUST be transferred contiguously over the Upstream Data interface. 
Specifically, this would mean that FIRST_DATA, MIDDLE_DATA, LAST_DATA, PHY_STATUS would all be 
transferred for a given burst of a given channel before any other Data Blocks were transferred for another channel. A 
CHANNEL Data Block MUST precede the first Data Block (NO_BURST or FIRST_DATA) that belongs to a 
channel which is different than the one which preceded it. The PHY MAY transfer a CHANNEL Data Block prior to 
the FIRST_DATA block of every burst. CHANNEL Data Blocks MUST NOT be transferred immediately before any 
of the other Data Block associated with a burst. 

H.8.3 Upstream Control 

The Upstream Control Interface carries two different messages. One of them is used to describe upcoming bursts. The 
other is used to indicate UCD changes.  

The format of an Upstream Control Message is shown in Table H–20. 

Table H–20 Upstream Control Message Format 

Size (bits) Name Description 

3 TYPE Message Type 

3 CHANNEL Logical Channel Number 

N PAYLOAD Payload of Message 

1 PARITY Even parity for all bits in the Message (the number of 1’s across all bits in {TYPE, CHANNEL, 
PAYLOAD, PARITY} is even) 
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Table H–21 shows the Message Type encoding. 

Table H–21 Upstream Message Types 

Type Name Description 

0x0 INTERVAL_DESCRIPT
ION 

Describes an interval 

0x1 UCD_CHANGE Indicates a UCD change has occurred 

0x2-0x7 Reserved Reserved 
 

H.8.3.1 Interval Description Message 

Table H–22 describes the format of the Interval Description Message Payload. 

Table H–22 Upstream Control Interval Description PAYLOAD Format 

Size (bits) Name Description 

14 SID expected SID from MAP IE 

4 IUC IUC from MAP IE 

14 LENGTH length in mini-slots 

32 START_MINISLOT starting mini-slot of interval (alloc start time + offset of IE) 

3 PSC PHY_STATUS Control 
 

The MAC builds these Interval Description Messages from the information present in the DOCSIS MAPs that have 
been generated for the logical channels which the PHY is servicing. The MAC MUST transfer only one Interval 
Description Message to the PHY for an Interval Allocation which might describe an interval which has more than one 
transmit opportunity (e.g., REQ, REQ/DATA). The MAC MAY generate Interval Description Messages for Interval 
Allocations to the NULL SID, but MUST NOT generate Interval Description Messages for Interval Allocations for 
the NULL SID if they overlap with Interval Allocations for non-NULL SIDs on other logical channels being serviced 
by the same PHY. Interval Description Messages for the NULL SID MAY be associated with any currently active 
logical channel. In contrast to MAP messages, the set of all Interval Description Messages from the MAC taken 
together need not describe every minislot on the logical channels in question; the MAC MAY refrain from sending 
Interval Description messages to describe inactive time periods on any or all logical channels. So as to minimize the 
complexity and buffering requirements of the PHY, the MAC MUST sort the Interval Descriptions from all logical 
channels, putting them into chronological order, and deliver them to the PHY in this order. Note that Interval 
Description Messages MUST NOT be transferred for the NULL IE, Data Acknowledgement IE's, or Data Grants 
Pending (since none of these is an Interval Allocation). 

The system is allowed to schedule the Initial Maintenance regions of all logical channels of a physical channel to 
occur simultaneously. This type of overlap MUST be handled as follows: 

• The MAC MUST transfer an Interval Description for only one of the logical channels 

• The Interval Description which is transferred MUST be the one with the earliest start time. If more than one 
Interval Description has the earliest start time, the MAC MAY choose any of these overlapping interval 
descriptions to pass to the PHY 

• The PHY MUST accept any of the logical channel numbers it supports for this interval description 

The system software is responsible for knowing that bursts received during initial ranging could be from CMs on any 
of the logical channels. 
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It is possible for there to be illegal overlap of intervals for the logical channels. An illegal overlap is defined to be an 
overlap of intervals other than Initial Maintenance. The PHY MAY detect these illegal overlaps. If the PHY performs 
this function, it MUST generate an interrupt to alert the system of such an event. It MUST capture the illegally 
overlapped Interval Description and hold it in SPI Bus accessible registers until software acknowledges its receipt. 

The PSC field of the Interval Description Message is used to control the contents of the PHY_STATUS block. The 
usage of this field is summarized below: 

• If PSC = 000, the contents of the PHY_STATUS block is determined through PHY programmable registers. 

• If PSC is any other value, the contents of the PHY_STATUS block are vendor specific 

The MAC and PHY MUST support PSC = 000. 

The MAC and PHY MAY support other values. 

H.8.3.2 UCD Change Message 

Table H–23 describes the format of the UCD Change Message Payload. 

Table H–23 UCD Change PAYLOAD Format 

Size (bits) Name Description 

8 CCC Configuration Change Count from the MAP 
 

The MAC MUST send this message before sending the first Interval Description message after a UCD change. This 
message MUST NOT be sent at any other time. 

H.8.4 SPI Bus 

In order to perform an SPI Bus transaction, the master MUST drive SPI_MOSI with a bitstream of the following 
format: 

Table H–24 SPI Bus Transaction Format 

Size (bits) Name Description 

4 DEVICE_ID Device ID 

3 RSVD Reserved 

1 WRITE 1=Write, 0=Read 

16 REGISTER_ADD Register Address 

N*8 WRITE_DATA Write Data; ignored for Reads 
 

The DEVICE_ID is used to address PHY devices which are integrated into the same physical package and share a 
single SPI select. DEVICE_ID MUST be zero for accesses to single PHY devices. 
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Appendix I MAC Service Definition 

This section is informative. In case of conflict between this section and any normative section of this specification, 
the normative section takes precedence. 

I.1 MAC Service Overview 

The DOCSIS MAC provides a protocol service interface to upper-layer services. Examples of upper-layer services 
include a DOCSIS bridge, embedded applications (e.g., PacketCable/VOIP), a host interface (e.g., NIC adapter with 
NDIS driver), and layer three routers (e.g., IP router).  

The MAC Service interface defines the functional layering between the upper layer service and the MAC. As such it 
defines the functionality of the MAC which is provided by the underlying MAC protocols. This interface is a protocol 
interface, not a specific implementation interface. 

The following data services are provided by the MAC service interface: 

• A MAC service exists for classifying and transmitting packets to MAC service flows. 

• A MAC service exists for receiving packets from MAC service flows. Packets may be received with suppressed 
headers. 

• A MAC service exists for transmitting and receiving packets with suppressed headers. The headers of transmitted 
packets are suppressed based upon matching classifier rules. The headers of received suppressed packets are 
regenerated based upon a packet header index negotiated between the CM and CMTS. 

• A MAC service exists for synchronization of grant timing between the MAC and the upper layer service. This 
clock synchronization is required for applications such as embedded PacketCable VOIP clients in which the 
packetization period needs to be synchronized with the arrival of scheduled grants from the CMTS. 

• A MAC service exists for synchronization of the upper layer clock with the CMTS Controlled Master Clock. 

It should be noted that a firewall and policy based filtering service may be inserted between the MAC layer and the 
upper layer service, but such a service is not modeled in this MAC service definition. 

The following control services are provided by the MAC service interface: 

• A MAC service exists for the upper layer to learn of the existence of provisioned service flows and QoS traffic 
parameter settings at registration time. 

• A MAC service exists for the upper layer to create service flows. Using this service the upper layer initiates the 
admitted/activated QoS parameter sets, classifier rules, and packet suppression headers for the service flow. 

• A MAC service exists for the upper layer to delete service flows. 

• A MAC service exists for the upper layer to change service flows. Using this service the upper layer modifies the 
admitted/activated QoS parameter sets, classifier rules, and packet suppression headers. 

• A MAC service exists for controlling the classification of and transmission of PDUs with suppressed headers. At 
most a single suppressed header is defined for a single classification rule. The upper layer service is responsible 
for defining both the definition of suppressed headers (including wild-card don’t-suppress fields) and the unique 
classification rule that discriminates each header. In addition to the classification rule, the MAC service can 
perform a full match of all remaining header bytes to prevent generation of false headers if so configured by the 
upper layer service. 

• A MAC service exists for controlling two-phase control of QoS traffic resources. Two phase activation is 
controlled by the upper layer service provide both admitted QoS parameters and active QoS parameters within 
the appropriate service request. Upon receipt of an affirmative indication, the upper layer service knows that the 
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admitted QoS parameter set has been reserved by the CMTS, and that the activated QoS parameter set has been 
activated by the CMTS. Barring catastrophic failure (such as resizing of the bandwidth of the upstream PHY), 
admitted resources will be guaranteed to be available for activation, and active resources will be guaranteed to be 
available for use in packet transmission. 

A control function for locating an unused service flow and binding it or a specific identified service flow to a specific 
upper layer service may also exist. The details of such a function are not specified and are implementation dependent. 

Other control functions may exist at the MAC service interface, such as functions for querying the status of active 
service flows and packet classification tables, or functions from the MAC service to the upper layer service to enable 
the upper layer service to authorize service flows requested by the peer MAC layer service, but those functions are 
not modeled in this MAC service definition.  

Other MAC services that are not service flow related also exist, such as functions for controlling the MAC service 
MAC address and SAID multicast filtering functions, but those functions are not modeled in this MAC service 
definition. 

I.1.1 MAC Service Parameters 

The MAC service utilizes the following parameters. For a full description of the parameters consult the Theory of 
Operation and other relevant sections within the body of the RFI specification. 

• Service Flow QoS Traffic Parameters 

MAC activate-service-flow and change-service-flow primitives allow common, upstream, and downstream QoS 
traffic parameters to be provided. When such parameters are provided they override whatever values were configured 
for those parameters at provisioning time or at the time the service flow was created by the upper layer service. 

• Active/Admitted QoS Traffic Parameters 

If two-phase service flow activation is being used, then two complete sets of QoS Traffic Parameters are controlled. 
The admitted QoS Parameters state the requirements for reservation of resources to be authorized by the CMTS. The 
activated QoS Parameters state the requirements for activation of resources to be authorized by the CMTS. Admitted 
QoS parameters may be activated at a future time by the upper layer service. Activated QoS parameters may be used 
immediately by the upper layer service. 

• Service Flow Classification Filter Rules 

Zero or more classification filter rules may be provided for each service flow that is controlled by the upper layer 
service. Classifiers are identified with a classifier identifier. 

• Service Flow PHS Suppressed Headers 

Zero or more PHS suppressed header strings with their associated verification control and mask variables may be 
defined for each service flow. When such headers are defined, they are associated 1-to-1 with specific classification 
rules. In order to regenerate packets with suppressed headers a payload header suppression index is negotiated 
between the CM and CMTS. 

I.2 MAC Data Service Interface 

MAC services are defined for transmission and reception of data to and from service flows. Typically an upper layer 
service will utilize service flows for mapping of various classes of traffic to different service flows. Mappings to 
service flows may be defined for low priority traffic, high priority traffic, and multiple special traffic classes such as 
constant bit rate traffic which is scheduled by periodic grants from the CMTS at the MAC layer.  
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The following specific data service interfaces are provided by the MAC service to the upper layer service. These 
represent an abstraction of the service provided and do not imply a particular implementation: 

MAC_DATA.request 
MAC_DATA.indicate 
MAC_GRANT_SYNCHRONIZE.indicate 
MAC_CMTS_MASTER_CLOCK_SYNCHRONIZE.indicate 

I.2.1 MAC_DATA.request 

Issued by the upper-layer service to request classification and transmission of an IEEE 802.3 or [DIX] formatted 
PDU to the RF.  

Parameters: 

• PDU - IEEE 802.3 or [DIX] encoded PDU including all layer two header fields and optional FCS. PDU is the 
only mandatory parameter. 

• padding - is used when the PDU is less than 60 bytes and it is desired to maintain [ISO8802-3] transparency. 

• ServiceFlowID - if included the MAC service circumvents the packet classification function and maps the packet 
to the specific service flow indicated by the ServiceFlowID value. 

• ServiceClassName, RulePriority - if included this tuple identifies the service class name of an active service flow 
to which the packet is to be mapped so long as a classifier does not exist at a rule priority higher than the rule 
priority supplied. 

Expanded Service Description: 

Transmit a PDU from upper-layer service to MAC/PHY. The only mandatory parameter is PDU. PDU contains all 
layer-2 headers, layer-3 headers, data, and (optional) layer-2 checksum. 

If PDU is the only parameter, the packet is subjected to the MAC packet classification filtering function in order to 
determine how the packet is mapped to a specific service flow. The results of the packet classification operation 
determine on which service flow the packet is to be transmitted and whether or not the packet should be transmitted 
with suppressed headers.  

If the parameter ServiceFlowID is supplied the packet can be directed to the specifically identified service flow. 

If the parameter tuple ServiceClassName, RulePriority is supplied the packet is directed to the first active service 
flow that matches the service class name so long as a classifier does not exist at a rule priority higher than the rule 
priority supplied. This service is used by upper layer policy enforcers to allow zero or more dynamic rules to be 
matched for selected traffic (e.g., voice) while all other traffic is forced to a service flow within the named 
ServiceFlowClass. If no active service flow with the Service Class Name exists, then the service perform normal 
packet classification. 

In all cases, if no classifier match is found, or if none of the combinations of parameters maps to a specific service 
flow, the packet will be directed to the primary service flow. 

The following pseudo code describes the intended operation of the MAC_DATA.request service interface: 

MAC_DATA.request 
   PDU 
   [ServiceFlowID] 
   [ServiceClassName, RulePriority] 
FIND_FIRST_SERVICE_FLOW_ID (ServiceClassName) returns ServiceFlowID of first service flow whose ServiceClassName 
equals the parameter of the procedure or NULL if no matching service flow found. 
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SEARCH_CLASSIFIER_TABLE (PriorityRange) searches all rules within the specified priority range and returns either the 
ServiceFlowID associated with the rule or NULL if no classifier rule found. 
 
TxServiceFlowID = NULL 
 
IF (ServiceFlowID DEFINED) 
                TxServiceFlowID = MAC_DATA.ServiceFlowID 
 
ELSEIF (ServiceClassName DEFINED and RulePriority DEFINED) 
               TxServiceFlowID = FIND_FIRST_SERVICE_FLOW_ID (ServiceClassName) 
               SearchID = SEARCH_CLASSIFIER_TABLE (All Priority Levels) 
               IF (SearchID not NULL and ClassifierRule.Priority >= MAC_DATA.RulePriority) 
                                  TxServiceFlowID = SearchID 
ELSE [PDU only] 
              TxServiceFlow = SEARCH_CLASSIFIER_TABLE (All Priority Levels) 
 
IF (TxServiceFlowID = NULL) 
        TRANSMIT_PDU (PrimaryServiceFlowID) 
ELSE 
         TRANSMIT_PDU (TxServiceFlowID) 
 

I.2.2 MAC_DATA.indicate 

Issued by the MAC to indicate reception of an IEEE 802.3 or [DIX] PDU for the upper-layer service from the RF. 

Parameters: 

• PDU - IEEE 802.3 or [DIX] encoded PDU including all layer two header fields and FCS.  

I.2.3 MAC_GRANT_SYNCHRONIZE.indicate 

Issued by the MAC service to the upper layer service to indicate the timing of grant arrivals from the CTMS. It is not 
stated how the upper layer derives the latency if any between the reception of the indication and the actual arrival of 
grants (within the bounds of permitted grant jitter) from the CMTS. It should be noted that in UGS applications it is 
expected that the MAC layer service will increase the grant rate or decrease the grant rate based upon the number of 
grants per interval QoS traffic parameter. It should also be noted that as the number of grants per interval is increased 
or decreased that the timing of grant arrivals will change also. It should also be noted that when synchronization is 
achieved with the CMTS downstream master clock, this indication may only be required once per active service flow. 
No implication is given as to how this function is implemented. 

Parameters: 

• ServiceFlowID - unique identifier value for the specific active service flow receiving grants. 

I.2.4 MAC_CMTS_MASTER_CLOCK_SYNCHRONIZE.indicate 

Issued by the MAC service to the upper layer service to indicate the timing of the CMTS master clock. No 
implication is given as to how often or how many times this indication is delivered by the MAC service to the upper 
layer service. No implication is given as to how this function is implemented. 

Parameters: 

• No parameters specified. 
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I.3 MAC Control Service Interface 

A collection of MAC services are defined for control of MAC service flows and classifiers. It should be noted that an 
upper layer service may use these services to provide an upper layer traffic construct such as “connections” or 
“subflows” or “micro-flows”. However, except for the ability to modify individual classifiers, no explicit semantics is 
defined for such upper layer models. Thus control of MAC service flow QoS parameters is specified in the aggregate.  

The following specific control service interface functions are provided by the MAC service to the upper layer service. 
These represent an abstraction of the service provided and do not imply a particular implementation: 

MAC_REGISTRATION_RESPONSE.indicate 
MAC_CREATE_SERVICE_FLOW.request/response/indicate 
MAC_DELETE_SERVICE_FLOW.request/response/indicate 
MAC_CHANGE_SERVICE_FLOW.request/response/indicate 

I.3.1 MAC_REGISTRATION_RESPONSE.indicate 

Issued by the DOSCIS MAC to the upper layer service to indicate the complete set service flows and service flow 
QoS traffic parameters that have been provisioned and authorized by the registration phase of the MAC. Subsequent 
changes to service flow activation state or addition and deletion of service flows are communicated to the upper layer 
service with indications from the other MAC control services. 

Parameters: 

• Registration TLVs - any and all TLVs that are needed for service flow and service flow parameter definition 
including provisioned QoS parameters. See the normative body of the specification for more details. 

I.3.2 MAC_CREATE_SERVICE_FLOW.request 

Issued by the upper-layer service to the MAC to request the creation of a new service flow within the MAC service. 
This primitive is not issued for service flows that are configured and registered, but rather for dynamically created 
service flows. This primitive may also define classifiers for the service flow and supply admitted and activated QoS 
parameters. This function invokes DSA signaling. 

Parameters: 

• ServiceFlowID - unique id value for the specific service flow being created. 

• ServiceClassName - service flow class name for the service flow being created. 

• Admitted QoS Parameters - zero or more upstream, downstream, and common traffic parameters for the service 
flow. 

• Activated QoS Parameters - zero or more upstream, downstream, and common traffic parameters for the service 
flow. 

• Service Flow Payload Header Suppression Rules - zero or more PHS rules for each service flow that is controlled 
by the upper layer service. 

• Service Flow Classification Filter Rules - zero or more classification filter rules for each service flow that is 
controlled by the upper layer service. Classifiers are identified with a classifier identifier. 
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I.3.3 MAC_CREATE_SERVICE_FLOW.response 

Issued by the MAC service to the upper layer service to indicate the success or failure of the request to create a 
service flow.  

Parameters: 

• ServiceFlowID - unique identifier value for the specific service flow being created. 

• ResponseCode - success or failure code 

I.3.4 MAC_CREATE_SERVICE_FLOW.indicate 

Issued by the MAC service to notify the upper-layer service of the creation of a new service flow within the MAC 
service. This primitive is not issued for service flows that have been administratively pre-configured, but rather for 
dynamically defined service flows. In this draft of the specification this notification is advisory only. 

Parameters: 

• ServiceFlowID - unique id value for the specific service flow being created. 

• ServiceClassName - service flow class name for the service flow being created. 

• Admitted QoS Parameters - zero or more upstream, downstream, and common traffic parameters for the service 
flow. 

• Activated QoS Parameters - zero or more upstream, downstream, and common traffic parameters for the service 
flow. 

• Service Flow Payload Header Suppression Rules - zero or more PHS rules for each service flow that is controlled 
by the upper layer service. 

• Service Flow Classification Filter Rules - zero or more classification filter rules for each service flow that is 
controlled by the upper layer service. Classifiers are identified with a classifier identifier. 

I.3.5 MAC_DELETE_SERVICE_FLOW.request 

Issued by the upper-layer service to the MAC to request the deletion of a service flow and all QoS parameters 
including all associated classifiers and PHS rules. This function invokes DSD signaling. 

Parameters: 

• ServiceFlowID(s) - unique identifier value(s) for the deleted service flow(s). 

I.3.6 MAC_DELETE_SERVICE_FLOW.response 

Issued by the MAC service to the upper layer service to indicate the success or failure of the request to delete a 
service flow.  

Parameters: 

• ResponseCode - success or failure code 
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I.3.7 MAC_DELETE_SERVICE_FLOW.indicate 

Issued by the MAC service to notify the upper-layer service of deletion of a service flow within the MAC service. 

Parameters: 

• ServiceFlowID(s) - unique identifier value(s) for the deleted service flow(s). 

I.3.8 MAC_CHANGE_SERVICE_FLOW.request 

Issued by the upper-layer service to the MAC to request modifications to a specific created and acquired service flow. 
This function is able to define both the complete set of classifiers and incremental changes to classifiers 
(add/remove). This function defines the complete set of admitted and active QoS parameters for a service flow. This 
function invokes DSC MAC-layer signaling. 

Parameters: 

• ServiceFlowID - unique identifier value for the specific service flow being modified. 

• zero or more packet classification rules with add/remove semantics and LLC, IP, and 802.1pq parameters. 

• Admitted QoS Parameters - zero or more upstream, downstream, and common traffic parameters for the service 
flow. 

• Activated QoS Parameters - zero or more upstream, downstream, and common traffic parameters for the service 
flow. 

• Service Flow Payload Header Suppression Rules - zero or more PHS rules for each service flow that is controlled 
by the upper layer service. 

I.3.9 MAC_CHANGE_SERVICE_FLOW.response 

Issued by the MAC service to the upper layer service to indicate the success or failure of the request to change a 
service flow.  

Parameters: 

• ServiceFlowID - unique identifier value for the specific service flow being released. 

• ResponseCode - success or failure code 

I.3.10 MAC_CHANGE_SERVICE_FLOW.indicate 

Issued by the DOSCIS MAC service to notify upper-layer service of a request to change a service flow. In this 
specification the notification is advisory only and no confirmation is required before the service flow is changed. 
Change-service-flow indications are generated based upon DSC signaling. DSC signaling can be originated based 
upon change-service-flow events between the peer upper-layer service and its MAC service, or based upon network 
resource failures such as a resizing of the total available bandwidth at the PHY layer. How the upper layer service 
reacts to forced reductions in admitted or reserved QoS traffic parameters is not specified. 

Parameters: 

• ServiceFlowID - unique identifier for the service flow being activated. 

• packet classification rules with LLC, IP, and 802.1pq parameters, and with zero or more 
PHS_CLASSIFIER_IDENTIFIERs. 

• Admitted QoS Parameters - zero or more upstream, downstream, and common traffic parameters for the service 
flow. 
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• Activated QoS Parameters - zero or more upstream, downstream, and common traffic parameters for the service 
flow. 

• Service Flow Payload Header Suppression Rules - zero or more PHS rules for each service flow that is controlled 
by the upper layer service. 

I.4 MAC Service Usage Scenarios 

Upper layer entities utilize the services provided by the MAC in order to control service flows and in order to send 
and receive data packets. The partition of function between the upper-layer-service and the MAC service is 
demonstrated by the following scenarios. 

I.4.1 Transmission of PDUs from Upper Layer Service to MAC DATA Service 

• Upper layer service transmits PDUs via the MAC_DATA service. 

• MAC_DATA service classifies transmitted PDUs using the classification table, and transmits the PDUs on the 
appropriate service flow. The classification function may also cause the packet header to be suppressed 
according to a header suppression template stored with the classification rule. It is possible for the upper layer 
service to circumvent this classification function. 

• MAC_DATA service enforces all service flow based QoS traffic shaping parameters. 

• MAC_DATA service transmits PDUs on DOCSIS RF as scheduled by the MAC layer. 

I.4.2 Reception of PDUs to Upper Layer Service from MAC DATA Service 

PDUs are received from the DOCSIS RF. 

If a PDU is sent with a suppressed header, the header is regenerated before the packet is subjected to further 
processing. 

In the CMTS, the MAC_DATA service classifies the PDU’s ingress from the RF using the classification table and 
then polices the QoS traffic shaping and validates addressing as performed by the CM. In the CM, no per-packet 
service flow classification is required for traffic ingress from the RF. 

Upper layer service receives PDUs from the MAC_DATA.indicate service. 

I.4.3 Sample Sequence of MAC Control and MAC Data Services 

A possible CM-oriented sequence of MAC service functions for creating, acquiring, modifying, and then using a 
specific service flow is as follows: 

• MAC_REGISTER_RESPONSE.indicate 

Learn of any provisioned service flows and their provisioned QoS traffic parameters. 

• MAC_CREATE_SERVICE_FLOW.request/response 

Create new service flow. This service interface is utilized if the service flow was learned as not provisioned by 
the MAC_REGISTER_RESPONSE service interface. Creation of a service flow invokes DSA signaling. 

• MAC_CHANGE_SERVICE_FLOW.request/response 

Define admitted and activated QoS parameter sets, classifiers, and packet suppression headers. Change of a 
service flow invokes DSC signaling. 
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• MAC_DATA.request 

Send PDUs to MAC service for classification and transmission. 

• MAC_DATA.indication 

Receive PDUs from MAC service. 

• MAC_DELETE_SERVICE_FLOW.request/response 

Delete service flow. Would likely be invoked only for dynamically created service flows, not provisioned service 
flows. Deletion of a service flow uses DSD signaling. 
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Appendix II Example Preamble Sequence 

II.1 Introduction 

A programmable preamble superstring, up to 1536 bits long, is part of the channel-wide profile or attributes, common 
to the all burst profiles on the channel (Section 8.3.3, Table 8–18), but with each burst profile able to specify the start 
location within this sequence of bits and the length of the preamble (Section 8.3.3, Table 8–19). The first bit of the 
Preamble Pattern is designated by the Preamble Value Offset as described in Table 8–19, Section 8.3.3. The first bit 
of the Preamble Pattern is the first bit into the symbol mapper (Figure 6–2 and Figure 6–3), and is the first symbol of 
the burst (see Section 6.2.13). As an example, per Table 8–19, for Preamble Offset Value = 100, the 101st bit of the 
preamble superstring is the first bit into the symbol mapper, and the 102nd bit is the second bit into the mapper, and 
is mapped to Q1, and so. An example 1536-bit-long preamble superstring is given in Appendix II.2. 

II.2 Example Preamble Sequence 

The following is the example1536-bit preamble sequence: 

Bits 1 through 128:  

1100 0011 1111 0000 0011 0011 1111 1100 0011 0011 0000 0011 1100 0000 0011 0000 

0000 1110 1101 0001 0001 1110 1110 0101 0010 0101 0010 0101 1110 1110 0010 1110 

Bits 129 through 256: 

0010 1110 1110 0010 0010 1110 1110 1110 1110 1110 0010 0010 0010 1110 1110 0010 

1110 1110 1110 0010 1110 0010 1110 0010 0010 0010 0010 1110 0010 0010 1110 0010 

Bits 257 through 384: 

0010 1010 0110 0110 0110 1110 1110 1110 0010 1110 0010 1110 0010 1110 0110 1010 

0010 1110 1110 1010 0110 1110 0110 0010 0110 1110 1010 1110 0010 1010 0110 0010 

Bits 385 through 512: 

0010 1110 0110 1110 0010 1010 1010 0110 0010 1110 0110 0110 1110 0010 0010 0110 

0010 1110 0010 1010 0010 1110 0110 0010 0010 1010 0010 0110 0010 1010 0010 1010 

Bits 513 through 640: 

0010 1110 0110 1110 0110 0110 1110 0010 0110 1010 0110 0010 1110 1110 1010 0010 

1110 1110 0010 1110 1110 1110 0010 1110 1110 0010 1110 0010 0010 1110 0010 0010 

Bits 641 through 768: 

1110 1110 1110 0010 0010 0010 1110 0010 1110 1110 1110 1110 0010 0010 1110 0010 

1110 0010 0010 0010 1110 1110 0010 0010 0010 0010 1110 0010 0010 0010 0010 1110 
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Bits 769 through 896: 

0011 0000 1111 1100 0000 1100 1111 1111 0000 1100 1100 0000 1111 0000 0000 1100 

0000 0000 1111 1111 1111 0011 0011 0011 1100 0011 1100 1111 1100 1111 0011 0000 

Bits 897 through 1024:  

1100 0011 1111 0000 0011 0011 1111 1100 0011 0011 0000 0011 1100 0000 0011 0000 

0000 1110 1101 0001 0001 1110 1110 0101 0010 0101 0010 0101 1110 1110 0010 1110 

Bits 1025 through 1152: 

0010 1110 1110 0010 0010 1110 1110 1110 1110 1110 0010 0010 0010 1110 1110 0010 

1110 1110 1110 0010 1110 0010 1110 0010 0010 0010 0010 1110 0010 0010 1110 0010 

Bits 1153 through 1280: 

0010 0010 1110 1110 1110 1110 1110 1110 0010 1110 0010 1110 0010 1110 1110 0010 

0010 1110 1110 0010 1110 1110 1110 0010 1110 1110 0010 1110 0010 0010 1110 0010 

Bits 1281 through 1408 

1100 1100 1111 0000 1111 1111 1100 0000 1111 0011 1111 0011 0011 0000 0000 1100 

0011 0000 0011 1111 1111 1100 1100 1100 1111 0000 1111 0011 1111 0011 1100 1100 

Bits 1409 through 1536: 

0011 0000 1111 1100 0000 1100 1111 1111 0000 1100 1100 0000 1111 0000 0000 1100 

0000 0000 1111 1111 1111 0011 0011 0011 1100 0011 1100 1111 1100 1111 0011 0000 
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Appendix III Multiple Upstream Channels 

This section is informative. In case of conflict between this section and any normative section of this specification, 
the normative section takes precedence. 

• Section 9.2 describes support for multiple upstream and multiple downstream channels within a DOCSIS 
domain. The permutations that a CM may see on the cable segment it is attached to include: 

• single downstream and single upstream per cable segment 

• single downstream and multiple upstreams per cable segment 

• multiple downstreams and single upstream per cable segment 

• multiple downstreams and multiple upstreams per cable segment 

A typical application that will require one upstream and one downstream per CM is web browsing. Web browsing 
tends to have asymmetrical bandwidth requirements that match closely to the asymmetrical bandwidth of DOCSIS.  

A typical application that will require access to one of multiple upstreams per CM is IP Telephony. IP Telephony 
tends to have symmetrical bandwidth requirements. If there is a large concentration of CMs in a geographical area all 
served by the same fiber node, more than one upstream may be required in order to provide sufficient bandwidth and 
prevent call blocking. 

A typical application that will require access to one of multiple downstreams per CM is IP streaming video. IP 
streaming video tends to have extremely large downstream bandwidth requirements. If there is a large concentration 
of CMs in a geographical area all served by the same fiber node, more than one downstream may be required in order 
to provide sufficient bandwidth and to deliver multiple IP Video Streams to multiple CMs. 

A typical application that will require multiple downstreams and multiple upstreams is when the above applications 
are combined, and it is more economical to have multiple channels than it is to physically subdivide the HFC 
network. 

The role of the CM in these scenarios would be to be able to move between multiple upstreams and between multiple 
downstreams. The role of the CMTS would be to manage the traffic load to all attached CMs, and balance the traffic 
between the multiple upstreams and downstreams by dynamically moving the CMs based upon their resource needs 
and the resources available. 

This appendix looks at the implementation considerations for these cases. Specifically, the first and last application 
are profiled. These examples are meant to illustrate one topology and one implementation of that topology. 

III.1 Single Downstream and Single Upstream per Cable Segment 

This section presents an example of a single downstream channel and four upstream channels. In Figure III–1, the 
four upstream channels are on separate fibres serving four geographical communities of modems. 

The CMTS has access to the one downstream and all four upstreams, while each CM has access to the one 
downstream and only one upstream. 
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Figure III–1 Single Downstream and Single Upstream Channels per CM 

 

In this topology, the CMTS transmits Upstream Channel Descriptors (UCDs) and MAPs for each of the four 
upstream channels related to the shared downstream channel. 

Unfortunately, each CM cannot determine which fiber branch it is attached to because there is no way to convey the 
geographical information on the shared downstream channel. At initialization, the CM randomly picks a UCD and its 
corresponding MAP. The CM then chooses an Initial Maintenance opportunity on that channel and transmits a 
Ranging Request.  

The CMTS will receive the Ranging Request and will redirect the CM to the appropriate upstream channel identifier 
by specifying the upstream channel ID in the Ranging Response. The CM MUST then use the channel ID of the 
Ranging Response, not the channel ID on which the Ranging Request was initiated. This is necessary only on the first 
Ranging Response received by the CM. The CM SHOULD continue the ranging process normally and proceed to 
wait for station maintenance IEs. 

From then on, the CM will be using the MAP that is appropriate to the fiber branch to which it is connected. If the 
CM ever has to redo initial ranging, it may start with its previous known UCD instead of choosing one at random. 
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A number of constraints are imposed by this topology: 

• All Initial Maintenance opportunities across all fiber nodes must be aligned. If there are multiple logical 
upstreams sharing the same spectrum on a fiber, then the Initial Maintenance opportunities for each of the logical 
upstreams MUST align with the initial Maintenance opportunity of at least one logical upstream with the same 
center frequency on each fiber node. When the CM chooses a UCD to use and then subsequently uses the MAP 
for that channel, the CMTS must be prepared to receive a Ranging Request at that Initial Maintenance 
opportunity. Note that only the initialization intervals must be aligned. Once the CM is successfully ranged on an 
upstream channel, its activities need only be aligned with other users on the same upstream channel. In 
Figure III–1, ordinary data transmission and requests for bandwidth may occur independently across the four 
upstream channels. 

• All of the upstream channels on different nodes should operate at the same frequency or frequencies unless it is 
known that no other upstream service will be impacted due to a CM transmission of a Ranging Request on a 
“wrong” frequency during an Initial Maintenance opportunity. If the CM chooses an upstream channel descriptor 
arbitrarily, it could transmit on the wrong frequency if the selected UCD applied to an upstream channel on a 
different fiber node. This could cause initial ranging to take longer. However, this might be an acceptable system 
trade-off in order to keep spectrum management independent between cable segments. 

• All of the upstream channels may operate at different modulation rates. However, there is a trade-off involved 
between the time it takes to acquire ranging parameters and flexibility of upstream channel modulation rate. If 
upstream modulation rates are not the same, the CMTS would be unable to demodulate the Ranging Request if it 
was transmitted at the wrong modulation rate for the particular upstream receiver of the channel. The result 
would be that the CM would retry as specified in the RFI specification and then would eventually try other 
upstream channels associated with the currently used downstream. Increasing the probability of attempting 
ranging on multiple channels increases CM initialization time but using different modulation rates on different 
fiber nodes allows flexibility in setting the degree of burst noise mitigation. 

• All Initial Maintenance opportunities on different channels may use different burst characteristics so that the 
CMTS can demodulate the Ranging Request. Again, this is a trade-off between time to acquire ranging and 
exercising flexibility in setting physical layer parameters among different upstream channels. If upstream burst 
parameters for Initial Maintenance are not the same, the CMTS would be unable to demodulate the Ranging 
Request if it was transmitted with the wrong burst parameters for the particular channel. The result would be that 
the CM would retry the Ranging Request as specified in the RFI specification and then would eventually try 
other upstream channels associated with the currently used downstream. Increasing the probability of attempting 
ranging on multiple channels increases CM initialization time but using different burst parameters for Initial 
Maintenance on different fiber nodes allows the ability to set parameters appropriate for plant conditions on a 
specific node. 

III.2 Multiple Downstreams and Multiple Upstreams per Cable Segment 

This section presents a more complex set of examples of CMs which are served by several downstream channels and 
several upstream channels and where those upstream and downstream channels are part of one MAC domain. The 
interaction of initial ranging, normal operation, and Dynamic Channel Change are profiled, as well as the impact of 
the multiple downstreams using synchronized or unsynchronized timestamps. 

Synchronized timestamps refer to both downstream paths transmitting a time stamp that is derived from a common 
clock frequency and have common time bases. The timestamps on each downstream do not have to be transmitted at 
the same time in order to be considered synchronized. 
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III.2.1 Topologies 

Suppose two downstream channels are used in conjunction with four upstream channels as shown in Figure III–2. In 
all three topologies, there are two geographical communities of modems, both served by the same two downstream 
channels. The difference in the topologies is found in their upstream connectivity. 
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Figure III–2 Multiple Downstream and Multiple Upstream Channels per CM 
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Topology #1 has the return path from each fiber node connected to a dedicated set of upstream receivers. A CM will 
see both downstream channels, but only one upstream channel which is associated with one of the two downstream 
channels.  

Topology #2 has the return path from each fiber node combined and then split across all upstream receivers. A CM 
will see both downstream channels and all four upstream channels in use with both downstream channels. 

Topology #3 has the return path from each fiber node split and then sent to multiple upstream receivers, each 
associated with a different downstream channel. A CM will see both downstream channels, and one upstream channel 
associated with each of the two downstream channels. 

Topology #1 is the typical topology in use. Movement between downstreams can only occur if the timestamps on 
both downstreams are synchronized. Topology #2 and Topology #3 are to compensate for downstreams which have 
unsynchronized timestamps, and allow movement between downstream channels as long as the upstream channels 
are changed at the same time. 

The CMs are capable of single frequency receive and single frequency transmit. 

III.2.2 Normal Operation 

Table III–1 lists MAC messages that contain Channel IDs. 

Table III–1 MAC Messages with Channel IDs 

MAC Message Downstream Channel ID Upstream Channel ID 

UCD Yes Yes 

MAP No Yes 

RNG-REQ Yes No 

RNG-RSP No Yes 

DCC-REQ Yes Yes 
 

With unsynchronized timestamps: 

• Since upstream synchronization relies on downstream timestamps, each upstream channel must be associated 
with the time stamp of one of the downstream channels.  

• The downstream channels should only transmit MAP messages and UCD messages that pertain to their 
associated upstream channels. 

With synchronized timestamps: 

• Since upstream synchronization can be obtained from either downstream channel, all upstreams can be 
associated with any downstream channel. 

• All MAPs and UCDs for all upstream channels should be sent on all downstream channels. The UCD messages 
contains a Downstream Channel ID so that the CMTS can determine with the RNG-REQ message which 
downstream channel the CM is on. Thus the UCD messages on each downstream will contain different 
Downstream Channel IDs even though they might contain the same Upstream Channel ID. 
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III.2.3 Initial Ranging 

When a CM performs initial ranging, the topology is unknown and the timestamp consistency between downstreams 
is unknown. Therefore, the CM chooses either downstream channel and any one of the UCDs sent on that 
downstream channel. 

In both cases: 

• The upstream channel frequencies within a physical upstream or combined physical upstreams must be different. 

• The constraints specified in Section III.1 apply.  

III.2.4 Dynamic Channel Change 

With unsynchronized timestamps: 

• When a DCC-REQ is given, it must contain new upstream and new downstream frequency pairs that are both 
associated with the same timestamp. 

• When the CM resynchronizes to the new downstream, it must allow for timestamp resynchronization without re-
ranging unless instructed to do so with the DCC-REQ command.  

• Topology #1 will support channel changes between local upstream channels present within a cable segment, but 
will not support changes between downstream channels. Topology #2 and #3 will support upstream and 
downstream channel changes on all channels within the fiber node as long as the new upstream and downstream 
channel pair are associated with the same timestamp. 

With synchronized timestamps: 

• Downstream channel changes and upstream channel changes are independent of each other. 

Topologies #1, #2, and #3 will support changes between all upstream and all downstream channels present within the 
cable segment. 
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Appendix IV DOCSIS Transmission and Contention Resolution 

IV.1 Introduction 

This appendix clarifies how the DOCSIS transmission and contention-resolution algorithms work. It contains a few 
minor simplifications and assumptions, but should be useful to help clarify this area of the specification. 

The simplifications include: 

• The text does not explicitly discuss packet arrivals while deferring or waiting for pending grants, nor the sizing 
of piggyback requests. 

• The CM always sends a Piggyback Request for the next frame in the last fragment and not inside one of the 
headers of the original frame. 

• Much of this applies to concatenation, but no attempt is made to address all the subtleties of that situation. 

The assumptions include, among others: 

• The assumption is made that a Request always fits in any Request/Data region. 

• When a piggyback request is sent with a contention data packet, the state machine only checks for the Grant to 
the Request and assumes the Data Ack for the contention data packet was supplied by the CMTS. 
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Figure IV–1 Transmission & Deference State Transition Diagram 
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IV.2 Variable Definitions 

Start = Data Backoff Start field from Map “currently in effect” 

End = Data Backoff End field from Map “currently in effect” 

Window = Current backoff window  

Random[n] = Random number generator that selects a number between 0 and n-1 

Defer = Number of Transmit Opportunities to defer before transmitting 

Retries = Number of transmissions attempted without resolution 

Tx_time = Saved time of when Request or Request/Data was transmitted 

Ack_time = Ack Time field from current Map 

Piggyback = Flag set whenever a piggyback REQ is added to a transmit pkt 

Queue_Empty = Flag set whenever the data queue for this SID is empty 

Lost_Map = Flag set whenever a MAP is lost & we’re in state Data Ack Pending 

my_SID = Service ID of the queue that has a packet to transmit 

pkt size = Data packet size including MAC and physical layer overhead (including piggyback if used) 

frag_size = Size of the fragment 

Tx_Mode = {Full_Pkt; First_Frag; Middle_Frag; Last_Frag} 

min_frag = Size of the minimum fragment  

IV.3 State Examples 

IV.3.1 Idle — Waiting for a Packet to Transmit 
Window = 0; 
Retries = 0; 
 
Wait for!Queue_Empty;  /* Packet available to transmit */ 
CalcDefer(); 
go to Deferring 

IV.3.2 Data Ack Pending — Waiting for Data Ack only 
Wait for next Map; 
 
if (Data Acknowledge SID == my_SID)  /* Success! CMTS received data packet */ 
 go to state Idle; 
else if (Ack_time > Tx_time)          /* 
COLLISION!!! or Pkt Lost or Map Lost */ 
{ 
 if (Lost_Map) 
  go to state Idle;        /* Assume pkt was 
ack’ed to avoid sending duplicates */ 
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 else 
  Retry(); 
} 
 
stay in state Data Ack Pending; 

IV.3.3 Grant Pending — Waiting for a Grant 
Wait for next Map; 
 
while (Grant SID == my_SID) 
 UtilizeGrant(); 
 
if (Ack_time > Tx_time) /* COLLISION!!!!! or Request denied/lost or Map Lost */ 
 Retry(); 
stay in state Grant Pending 

IV.3.4 Deferring — Determine Proper Transmission Timing & Transmit 
if (Grant SID == my_SID)           
 /* Unsolicited Grant */ 
{ 
 UtilizeGrant(); 
} 
else if (unicast Request SID == my_SID)         
   /* Unsolicited Unicast Request */ 
{ 
 transmit Request in reservation; 
 Tx_time = time; 
 
 go to state Grant Pending; 
} 
else 
{ 
 for (each Request or Request/Data Transmit Opportunity) 
 { 
  if (Defer!= 0) 
   Defer = Defer - 1;         
 /* Keep deferring until Defer = 0 */ 
  else 
  { 
   if (Request/Data tx_op) and (Request/Data size >= pkt size) 
     /* Send data in contention */ 
   { 
    transmit data pkt in contention; 
    Tx_time = time; 
 
    if (Piggyback) 
     go to state Grant Pending; 
    else 
     go to state Data Ack Pending; 
   } 
   else         
 /* Send Request in contention */ 
   { 
    transmit Request in contention; 
 
    Tx_time = time; 
 
    go to state Grant Pending; 
   } 
  } 
 } 
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} 
 
Wait for next Map; 
stay in state Deferring 

IV.4 Function Examples 

IV.4.1 CalcDefer() — Determine Defer Amount 
if (Window < Start) 
 Window = Start; 
 
if (Window > End) 
 Window = End; 
 
Defer = Random[2^Window]; 

IV.4.2 UtilizeGrant() — Determine Best Use of a Grant 
if (Grant size >= pkt size)          /* CM can 
send full pkt */ 
{ 
 transmit packet in reservation; 
 Tx_time = time; 
 Tx_mode = Full_pkt 
 
 if (Piggyback) 
  go to state Grant Pending 
 else 
  go to state Idle; 
} 
else if (Grant size < min_frag && Grant Size > Request size) 
 /* Can’t send fragment, but can send a Request */ 
{ 
 transmit Request in reservation; 
 Tx_time = time; 
 go to state Grant Pending; 
} 
else if (Grant size == 0)          /* Grant 
Pending */ 
 go to state Grant Pending; 
else 
{ 
 while (pkt_size > 0 && Grant SID == my_SID) 
 { 
  if (Tx_mode == Full_Pkt) 
   Tx_mode = First_frag; 
  else 
   Tx_mode = Middle_frag; 
 
  pkt_size = pkt_size - frag_size; 
  if (pkt_size == 0) 
   Tx_mode = Last_frag; 
 
  if (another Grant SID == my_SID) 
  /* multiple grant mode */ 
   piggyback_size = 0 
  else 
 
   piggyback_size = pkt_size 
 /* piggyback mode */ 
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  if (piggyback_size > 0) 
   transmit fragment with piggyback request for remainder of packet in reservation 
  else 
   transmit fragment in reservation; 
 } 
 go to state Grant Pending; 
} 

IV.4.3 Retry() 
Retries = Retries + 1; 
if (Retries > 16) 
{ 
 discard pkt, indicate exception condition 
 go to state Idle; 
} 
 
Window = Window + 1; 
 
CalcDefer(); 
 
go to state Deferring; 
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Appendix V IGMP Example 

Section 5.3.1 defines the requirements for CMTS and CM support of IGMP signaling. This appendix provides an 
example CM passive-mode state machine for maintaining membership of a single multicast group. 

Idle
(No members)

Joining

Joined

E1/A1

E1/A2

E1/A3E2/A4

E3/A5

E4/A6

E5/A7

E6/A7

E6/A7

 
Figure V–1 IGMP Support – CM passive mode 

V.1 Events 

E1: MR received on CPE I/f 

E2: M1 timer expired 

E3: MQ received on RF I/f 

E4: MR received on RF I/f 

E5: M2 timer expired 

E6: Auth Failure35 

                                                           
35 SA-MAP response returns an error code of 7 - “not authorized for requested downstream traffic flow”. 
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V.2 Actions 

A1: MQI= 125 sec; QRI = 10 sec; Start M1 timer with random value between 0 and 3 sec; start M2 timer = 
2*MQI+QRI; start TEK machine, if necessary;36 add multicast addr to multicast filter 

A2: discard MR packet 

A3: reset M2 timer = 2*MQI+QRI; start M1 timer with random value between 0 and 3 sec 

A4: transmit MR on RF I/f; set I = current time 

A5: recompute MQI = MAX(125, current time – I); set I = current time, forward MQ on CPE i/f 

A6: cancel M1 timer 

A7: delete multicast addr from multicast filter 

                                                           
36 If the multicast traffic is encrypted, a TEK machine needs to be started to decrypt the encrypted multicast packets. To 

determine whether the multicast is encrypted, the CM makes a SA-MAP request to the CMTS to get the associated SAID of the 
multicast group address. If the SA-MAP response returns an SAID, then a TEK machine is started. No TEK machine is 
necessary, if the SA-MAP response indicates that the multicast traffic is not encrypted. The SA-MAP response may also 
indicate that the CM is not authorized to receive this multicast traffic. In which case, the CM terminates the multicast state 
machine and stops forwarding the multicast traffic. 
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Appendix VI Unsolicited Grant Services 

This appendix discusses the intended use of the Unsolicited Grant Service (UGS) and Unsolicited Grant Service with 
Activity Detection (UGS-AD) and includes specific examples. 

VI.1 Unsolicited Grant Service (UGS) 

VI.1.1 Introduction 

Unsolicited Grant Service is an Upstream Flow Scheduling Service Type that is used for mapping constant bit rate 
(CBR) traffic onto Service Flows. Since the upstream is scheduled bandwidth, a CBR service can be established by 
the CMTS scheduling a steady stream of grants. These are referred to as unsolicited because the bandwidth is 
predetermined, and there are no ongoing requests being made. 

The classic example of a CBR application of interest is Voice over Internet Protocol (VoIP) packets. Other 
applications are likely to exist as well. 

Upstream Flow Scheduling Services are associated with Service Flows, each of which is associated with a single 
Service ID (SID). Each Service Flow may have multiple Classifiers. Each Classifier may be associated with a unique 
CBR media stream. Classifiers may be added and removed from a Service Flow. Thus, the semantics of UGS must 
accommodate single or multiple CBR media streams per SID. 

For the discussion within this appendix, a Subflow will be defined as the output of a Classifier. Since a VoIP session 
is identified with a Classifier, a Subflow in this context refers to a VoIP session.  

VI.1.2 Configuration Parameters 

• Nominal Grant Interval 

• Unsolicited Grant Size 

• Tolerated Grant Jitter 

• Grants per Interval 

Explanations of these parameters and their default values are provided in Annex C. 

VI.1.3 Operation 

When a Service Flow is provisioned for UGS, the Nominal Grant Interval is chosen to equal the packet interval of the 
CBR application. For example, VoIP applications with 10 ms packet sizes will require a Nominal Grant Interval of 10 
ms. The size of the grant is chosen to satisfy the bandwidth requirements of the CBR application and relates directly 
to the length of the packet.  

When multiple Subflows are assigned to a UGS service, multiple grants per interval are issued. There is no explicit 
mapping of Subflows to grants. The multiple grants per interval form a pool of grants in which any subflow can use 
any grant. 

It is assumed in this operational example the default UGS case of no concatenation and no fragmentation.  
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VI.1.4 Jitter 

Figure VI–1 shows the relationship between Grant Interval and Tolerated Grant Jitter, and shows an example of jitter 
on subflows. 
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Figure VI–1 Example Jitter with Multiple Grants per SID 

For only one Grant per Interval, the Tolerated Grant Jitter is the maximum difference between the actual grant time 
(ti’) and the nominal grant time (ti). For multiple Grants per Interval, the Tolerated Grant Jitter is the maximum 
difference between the actual time of the last grant in the group of grants and the nominal grant time (ti). If the arrival 
of any grant is at ti’, then ti <= ti’ <= ti+jitter. 

Figure VI–1 demonstrates how a Subflow will be jittered even though the individual grants may not move from their 
relative position. During the first interval, three VoIP sessions are established, and they happen fall on the three 
grants. In the second interval, VoIP session 3 has been torn down. Since the CMTS does not know which Subflow is 
associated with which grant, it decides to remove the first grant. The remaining two calls shift to the other two grants. 
In the third interval, a new VoIP session 4 and a new grant have been added. The new call happens to fall on the new 
grant. The net effect is that the Subflows may move around within their jitter interval. 

The advantage of a small jitter interval is that the VoIP receive jitter buffer may be kept small. The disadvantage is 
that this places a scheduling constraint on the CMTS. 

The boundary of a Nominal Grant Interval is arbitrary and is not communicated between the CMTS and the CM. 

Note: More dramatic events like the loss of a downstream MAP, or the frequency hopping of an upstream may cause subflows 
to jitter outside of this jitter window. 

VI.1.5 Synchronization Issues 

There are two synchronization problems that occur when carrying CBR traffic such as VoIP sessions across a 
network. The first is a frequency mismatch between the source clock and the destination clock. This is managed by 
the VoIP application, and is beyond the scope of this specification. The second is the frequency mismatch between 
the CBR source/sinks, and the bearer channel that carries them.  

Specifically, if the clock that generates the VoIP packets towards the upstream is not synchronized with the clock at 
the CMTS which is providing the UGS service, the VoIP packets may begin to accumulate in the CM. This could 
also occur if a MAP was lost, causing packets to accumulate. 

When the CM detects this condition, it asserts the Queue Indicator in the Service Flow EH Element. The CMTS will 
respond by issuing an occasional extra grant so as to not exceed 1% of the provisioned bandwidth. (This corresponds 
to a maximum of one extra grant every one hundred grants). The CMTS will continue to supply this extra bandwidth 
until the CM deasserts this bit. 
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A similar problem occurs in the downstream. The far end transmitting source may not be frequency synchronized to 
the clock which drives the CMTS. Thus the CMTS SHOULD police at a rate slightly higher than the exact 
provisioned rate to allow for this mismatch and to prevent delay buildup or packet drops at the CMTS. 

VI.2 Unsolicited Grant Service with Activity Detection (UGS-AD) 

VI.2.1 Introduction 

Unsolicited Grant Service with Activity Detection (UGS-AD) is an Upstream Flow Scheduling Service Type. This 
section describes one application of UGS-AD which is the support for Voice Activity Detection (VAD). VAD is also 
known as Silence Suppression and is a voice technique in which the transmitting CODEC sends voice samples only 
when there is significant voice energy present. The receiving CODEC will compensate for the silence intervals by 
inserting silence or comfort noise equal to the perceived background noise of the conversation.  

The advantage of VAD is the reduction of network bandwidth required for a conversation. It is estimated that 60% of 
a voice conversation is silence. With that silence removed, that would allow a network to handle substantially more 
traffic. 

Subflows in this context will be described as active and inactive. Both of these states of within the MAC Layer QOS 
state known as Active. 

VI.2.2 MAC Configuration Parameters 

The configuration parameters include all of the normal UGS parameters, plus: 

• Nominal Polling Interval 

• Tolerated Poll Jitter 

Explanation of these parameters and their default values are provided in Annex C. 

VI.2.3 Operation 

When there is no activity, the CMTS sends polled requests to the CM. When there is activity, the CMTS sends 
Unsolicited Grants to the CM. The CM indicates the number of grants per interval which it currently requires 
in the active grant field of the UGSH in each packet of each Unsolicited Grant. The CM may request up to the 
maximum active Grants per Interval. The CM constantly sends this state information so that no explicit 
acknowledgment is required from the CMTS. 

It is left to the implementation of the CM to determine activity levels. Implementation options include:  

• Having the MAC layer service provide an activity timer per Classifier. The MAC layer service would mark a 
Subflow inactive if packets stopped arriving for a certain time, and mark a Subflow active the moment a new 
packet arrived. The number of Grants requested would equal the number of active Subflows. 

• Having a higher layer service entity such as an embedded media client which indicates activity to the MAC layer 
service.  

When the CM is receiving polled requests and it detects activity, the CM requests enough bandwidth for one Grant 
per Interval. If activity is for more than one Subflow, the CM will indicate this in the active grant field of the UGSH 
beginning with the first packet it sends.  

When the CM is receiving Unsolicited Grants, then detects new activity, and asks for one more grant, there will be a 
delay in time before it receives the new grant. During that delay, packets may build up at the CM. When the new 
Unsolicited Grant is added, the CMTS will burst extra Grants to clear out the packet buildup.  
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When the CM is receiving Unsolicited Grants, then detects inactivity on a Subflow and asks for one less grant, there 
will be a delay in time before the reduction in Grants occurs. If there has been any build up of packets in the upstream 
transmit queue, the extra grants will reduce or empty the queue. This is fine, and keeps system latency low. The 
relationship of which Subflow is getting which specific grant will also change. This effect appears as low frequency 
jitter that the far end must manage. 

When the CM is receiving Unsolicited Grants and detects no activity on any of its Subflows, it will send one packet 
with the active grants field of the UGSH set to zero grants, and then cease transmission. The CMTS will switch from 
UGS mode to Real Time Polling mode. When activity is again detected, the CM sends a request in one of these polls 
to resume delivery of Unsolicited Grants. The CMTS ignores the size of the request and resumes allocating Grant 
Size grants to the CM. 

It is not necessary for the CMTS to separately monitor packet activity since the CM does this already. Worst case, if 
the CMTS misses the last packet which indicated zero grants, the CMTS and CM would be back in sync at the 
beginning of the next talk spurt. Because of this scenario, when the CM goes from inactive to active, the CM must be 
able to restart transmission with either Polled Requests or Unsolicited Grants.  

VI.2.4 Example 
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Figure VI–2 VAD Start-Up and Stop 

Figure VI–2 shows an example of a single G.711 (64 kbps) voice call with a packet size of 10 ms, and a receive jitter 
buffer that requires a minimum of 20 ms of voice (thus 2 packets) before it will begin playout. 

Assume voice begins at time zero. After a nominal processing delay and a 10 ms packetization delay, the DSP 
CODEC generates voice packets which are then transferred to the upstream transmit queue. The next Polled Request 
is used which results in the start of the Unsolicited Grants some time later. Additional Unsolicited Grants are 
immediately issued to clear out the upstream queue.  

These packets traverse the network and arrive at the receive jitter buffer. The 20 ms minimum jitter buffer is met 
when the second packet arrives. Because the packets arrived close together, only an additional few milliseconds of 
latency has been added. After a nominal processing delay, playout begins. 

When the voice spurt ends, the CM sends one remaining packet with no payload and with the active grants field of 
the UGSH set to zero grants. Some time later, UGS stops, and Real Time Polling begins. 
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VI.2.5 Talk Spurt Grant Burst 

The extra burst of Unsolicited Grants when a flow becomes active is necessary because the jitter buffer at the 
receiving CODEC typically waits to have a minimum amount of voice samples before beginning the playout. Any 
delay between the arrival of these initial packets will add to the final latency of the phone call. Thus, the sooner the 
CMTS recognizes that the CM has packets to send and can empty the CM’s buffer, the sooner those packet will reach 
the receiver, and the lower the latency that will be incurred in the phone call.  

It is an indeterminate problem as to how many grants must be burst. When the CM makes its request for an additional 
grant, one voice packet has already accumulated. The CM has no idea how many extra grants to request as it has no 
idea of the round trip response time it will receive from the CMTS, and thus how many packets may accumulate. The 
CMTS has a better idea, although it does not know the far end jitter buffer requirements.  

The solution is for the CMTS to choose the burst size, and burst these grants close together at the beginning of the 
talk spurt. This occurs when moving from Real Time Polling to UGS, and when increasing the number of UGS 
Grants per Interval. 

A typical start-up latency that will be introduced by the Request to Grant response time is shown in Table VI–1. 

Table VI–1 Example Request to Grant Response Time 

Variable Example Value 

1 The time taken from when the voice packet was created to the time that voice packet arrives in the CM 
upstream queue. 

0 - 1 ms 

2 The time until a polled request is received. The worst case time is the Polled Request Interval. 0 - 5 ms 

3 The Request-Grant response time of the CMTS. This value is affected by MAP length and the number of 
outstanding MAPS.  

5 - 15 ms 

4 The round trip delay of the HFC plant including the downstream interleaving delay. 1 - 5 ms 

Total 6 - 26 ms 
 

This number will vary between CMTS implementations, but a reasonable number of extra grants to expect from the 
example above would be: 

Table VI–2 Example Extra Grants for New Talk Spurts 

UGS Interval Extra Grants for New Talk Spurts 

10 ms 2 

20 ms 1 

30 ms 0 
 

Once again it is worth noting that the CMTS and CM cannot and do not associate individual Subflows with individual 
grants. That means that when current Subflows are active and a new Subflow becomes active, the new Subflow will 
immediately begin to use the existing pool of grants. This potentially reduces the start up latency of new talk spurts, 
but increases the latency of the other Subflows. When the burst of grants arrives, it is shared with all the Subflows, 
and restores or even reduces the original latency. This is a jitter component. The more Subflows that are active, the 
less impact that adding a new Subflow has. 

VI.2.6 Admission Considerations 

Note that when configuring the CMTS admission control, the following factors must be taken into account. 

VAD allows the upstream to be over provisioned. For example, an upstream that might normally handle 24 VoIP 
sessions might be over provisioned as high as 36 (50%) or even 48 (100%). Whenever there is over provisioning, 
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there exists the statistical possibility that all upstream VoIP sessions may become active. At that time, the CMTS may 
be unable to schedule all the VoIP traffic. Additionally, the talk spurt grant bursts would be stretched out. CM 
implementations of VAD should recognize this possibility, and set a limit as to how many packets they will allow to 
accumulate on its queue. 

Occasional saturation of the upstream during VAD can be eliminated by provisioning the maximum number of 
permitted VoIP sessions to be less than the maximum capacity of the upstream with all voice traffic (24 in the 
previous example). VAD would cause the channel usage to drop from 100% to around 40% for voice, allowing the 
remaining 60% to be used for data and maintenance traffic. 
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Appendix VII S-CDMA Framing 

This appendix is informative. In case of conflict between this section and any normative section of this specification, 
the normative section takes precedence. 

Please note that the pseudo-code below is specific to the case of a single burst using all spreading codes. 

VII.1 Coded Subsymbol Numbering 

The following code sample contains a short algorithmic description of the operation of the address generator for the 
coded subsymbols. The address generator for the coded subsymbols fills rows first using the interleaver step size 
parameter (step in the listing) to step through the spreading intervals within a row. Each step is performed using a 
modified modulo algorithm which allows the use of interleaver step size and spreading intervals per frame with 
common divisors. After each row is filled, the next row is begun with the first spreading interval. In the following 
listings, the index “i” is initialize to the value “1” and coded_col0 is defined as “0”. 

for(row = FIRST_ROW; row <= LAST_ROW; row++) 
{ 
 coded_col = 0; 
 store_coded( row, coded_col ); 
 /* Store the coded portion of the symbol (or preamble) to (row,coded_col) */ 
 for( i = 1; i < framelen; i++ ) 
 { 
  coded_col = coded_col + Interleaver_step_size; 
 
  if( mod( i, framelen / gcd( step, framelen ) ) == 0 ) 
   coded_col = coded_col + 1; /* gcd is greatest common divisor */ 
 
  coded_col = mod( coded_col, framelen ); 
  store_coded( row, coded_col ); 
  /* Store the coded portion of the symbol (or preamble) to (row,coded_col) */ 
 } 
} 

VII.2 Uncoded Subsymbol Numbering 

The following is a short algorithmic description of the operation of the address generator for uncoded subsymbols. 
The generator fills columns within a subframe first. The row index increments by one for each uncoded subsymbol. 
At the end of the subframe, the column index is incremented and the row index set to the first row of the subframe. 
After completing a subframe, the next subframe begins with the next uncoded subsymbol. 
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uncoded_col = 0; 
uncoded_row = FIRST_ROW; 
while( uncoded_row <= LAST_ROW) 
{ 
 if( ( uncoded_row + R ) > LAST_ROW ) 
  Rprime = LAST_ROW - uncoded_row + 1; 
 else 
  Rprime = R; 
 
 for( i = 0; i < Rprime; i++) 
 { 
  /* Check whether (uncoded_row,uncoded_col) is a preamble location. 
   * If it is, go to next location */ 
  if( not_preamble( uncoded_row, uncoded_col ) ) 
   store_uncoded( uncoded_row, uncoded_col, unc_sym ); 
  uncoded_row = uncoded_row + 1; 
 } 
 
 uncoded_row = uncoded_row - Rprime; 
 uncoded_col = uncoded_col + 1; 
 if (uncoded_col >= framelen) 
 { 
  uncoded_col = 0; 
  uncoded_row = uncoded_row + R; 
 } 
} 

FIRST_ROW and LAST_ROW are, respectively, the first and last row (i.e., code) in each frame spanned by the 
grant. FIRST_ROW can be between 0 and 127 in the first frame of the allocation and is 0 in any other frames that the 
grant may span (if any). LAST_ROW can be between 0 to 127 in the last frame of the burst and is 127 for any other 
frame (if any). 

VII.3 Framer Output Numbering 

The following code sample contains a short algorithmic description of the operation of the address generator for the 
output symbols. The address generator for the output symbols is used to access both the coded and uncoded 
subsymbol memories. The output address generator accesses all of the rows (codes) of a spreading interval first 
followed by subsequent spreading intervals. 

for( col=0; col < framelen; col++ ) 
 for( row=0; row < ACTIVE_CODES; row++ ) 
  outsym = get_data( row, col ); 

VII.4 Comments 

In all of the samples, the number of iterations for the loop is not always correct since an allocation can be less than 
the number of codes. In Appendix VII.2, the listing supports the case of a shortened sub-frame. 
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Appendix VIII Ambient Temperature and Wind Loading Effects 

This appendix discusses possible ambient temperature change and dynamic wind loading effects relevant to operating 
a system with DOCSIS 2.0 CMs and CMTSes. The intent of this appendix is to describe possible approaches for 
dealing with these issues. The relationships between the timing variation of the received upstream signal and the rate 
of change of these ambient plant conditions is discussed. However, measured field data providing the statistics of the 
ambient conditions used in these relationships is not available, so it is not possible at the time of writing to determine 
the magnitude or frequency of occurrence of these conditions on operational cable systems. This appendix is not 
intended to be an exhaustive discussion of either these issues or solutions. 

The following issues are discussed in this appendix: 

• Synchronization tolerances to plant delay variations 

• Changes in propagation delay due to temperature changes 

• Changes in propagation delay due to wind in the case of aerial cable plant 

VIII.1 Synchronization Tolerances to Plant Delay Variations 

The CMTS receiver synchronization requirements for S-CDMA and Advanced TDMA are identical for the same 
signal constellation and symbol rates. However, for S-CDMA, burst synchronization is accomplished to a fine degree 
through the ranging process, while for TDMA, burst synchronization is accomplished to a coarse degree through the 
ranging process and then to a fine degree through a receiver burst timing recovery process. In both cases, the degree 
of timing accuracy required in the receiver is tighter for higher symbol rates and higher-order constellations. 

Because S-CDMA requires a fine degree of timing accuracy to be accomplished solely by the ranging process, it is 
more sensitive to changes in the propagation delay of the cable plant between ranging intervals, which can be as 
much as 30 seconds apart. Table VIII–1 lists plant delay variations that can be accommodated in S-CDMA and 
TDMA modes for a 1 dB degradation under example conditions.  

Table VIII–1 Allowable plant timing drift 

Constellation Es/No for 1e-8 BER(dB) Allowable peak-peak 
plant delay variation  
(ns)S-CDMA mode 

Allowable peak-peak  
plant delay variation 

(ns)TDMA mode 

Fully-coded QPSK 5 90 800 

TCM QPSK 9 79 N/A 

TCM 8QAM 12 57 N/A 

Uncoded QPSK 15 38 800 

Fully-coded 64QAM 17.7 24 800 

TCM 32QAM 19 18 N/A 

Uncoded 16QAM 22 9 800 

Uncoded 32QAM 25 6 800 

TCM 128QAM 25 6 N/A 

Uncoded 64QAM 28 2 800 
 
Defined conditions: 
• 1 dB degradation at 1e-8 BER 

• Uniform ranging offset over ± 1/64 chip 

• 63 CMs, each with 2 codes 
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• Es/No numbers are ideal theoretical values, not including implementation effects 

• 5.12 MHz modulation rate 

• Timing variation over 30-second period 

• TDMA receiver accepts ± 2 symbol coarse timing offset (implementation-dependent) 

This channel impairment should be considered along with all of the other upstream channel characteristics 
highlighted in Table 4–2. 

DOCSIS requires station maintenance at least every 30 seconds (T4 time out has a maximum value of 35 seconds). 
For S-CDMA at a given modulation and symbol rate, if there exists a rapid propagation delay variation such that the 
resulting delay change cannot be tracked by station maintenance, then one or more of the following performance 
trade-offs and/or system changes may be enacted: (1) decrease the station maintenance period, (2) decrease the 
constellation order, (3) decrease the modulation rate, (4) apply additional error correction, (5) apply some 
combination of 1 through 4, or (6) change the channel to operate in Advanced TDMA mode. 

The following sections discuss the relationship of temperature changes and wind loading on the propagation delay in 
coaxial and HFC cable plants. 

VIII.2 Change in Propagation Delay Due to Temperature Changes 

VIII.2.1 Fiber Delay Changes Due to Temperature 

In HFC plant design, the number of amplifiers in cascade in the coax portion is kept low in order to keep signal 
degradation to an acceptable level. As a result, long runs of cable plant are mainly comprised of fiber. A typical value 
for propagation delay variation due to temperature change of the fiber is 44 picoseconds per km per degree C [1]. The 
delay variation comes mostly from the change in refractive index of the glass with temperature, not the change in 
fiber length.  

It is assumed that changes in optical cable length due to stretching or expansion will be a negligible factor because 
optical cables are built to isolate the fiber from stresses in the cable itself. The fiber usually sits loosely in a tube 
inside the cable and quite a bit of relative movement is possible. This construction allows normal cable handling and 
aerial deployment without resulting in high stress on the optical fiber. 

Assuming 44 picoseconds per km per degree C, any product of optical cable length and temperature change which 
equals 50 results in approximately a 2 nanosecond change in the fiber propagation delay. For example, 25 km fiber 
and a 2 degree temperature change will result in a 2 ns change in propagation delay. For the maximum distance 
between CMTS and CM specified in DOCSIS of 100 miles or roughly 160 km, the temperature change needed for a 2 
ns second change in one-way propagation delay is 0.3 degree C.  

Obviously, the issue is how fast the cable core (where the fiber is) will heat up under ambient temperature changes. 
For buried or underground cable, there is no issue. For aerial cable solar loading changes should be considered. Black 
sheathed cable has interior temperatures quite a bit higher than ambient in sunlight, but data is currently unavailable. 
When the rising sun hits aerial cable on a cold morning, one would expect a temperature change. Similarly, sunlight 
appearing out of cloud cover may have a similar impact although the size of the shadow of the cloud moving out of 
the way has to be considered. The numerical examples above suggest that only long aerial cable runs may have a 
problem under some combinations of time-of-day and weather. 

VIII.2.2 Coaxial Cable Delay Changes Due to Temperature 

The coaxial cable has a blown foam between the center conductor and the solid shield, and nominal propagation 
velocity is about 87% of free space velocity [2]. Propagation velocity does not vary markedly with temperature. 
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Given the relatively short lengths of coaxial cable in most HFC plant (a few miles) this seems unlikely to be a 
significant source of delay variation. 

VIII.2.3 Delay Change Due to Wind 

Aerial cable stretches with wind loading, so it is possible to estimate a propagation delay from the change in length 
under various wind loads. As mentioned, the construction of optical cable makes it tolerant of stretching, so it is 
assumed that optical cable stretching due to wind loading can be ignored. Wind loading will affect aerial coaxial 
cables. 

Wind loading is a difficult to deal with analytically because it is unlikely to be uniform along the cable. A delay 
model derived from a significant body of measured data is needed to investigate this further. Wind loading may be a 
source of fast delay variation and station maintenance may not occur at intervals small enough for the ranging 
mechanism to track this variation accurately. 

The effects of wind loading on typical cable was investigated with a publicly available program from a coaxial cable 
manufacturer [3]. These calculations showed that length changes in the range 0.01% and 0.05% are possible for 
various amounts of wind loading. This converts to significant propagation delay variation. As an example, with 5 
miles (8 km) and 0.02% length variation, the change in propagation delay is: 

(8/3e5)*(1/0.87)*2e-4 seconds = 6 nanoseconds 

This is a peak value, but the length of coax is quite short and the wind load is moderate. While the time duration over 
which this delay variation occurs is unspecified, it may be noted that wind gust data is readily available for most 
cities, and wind gust will be the primary mechanism for wind-based timing changes on cable plants. For example, in 
New York City at the time of this writing, wind gusts of up to 40 mph are reported while average wind speed is about 
10 mph. Hence, over a period of 1 to 4 seconds (the typical wind gust measurement interval), the wind speed changed 
by 30 mph. Much stronger wind gusts are frequently measured in locations prone to windy conditions. 
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